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I. INTRODUCTION 

I.1 Introduction 

Due to the increasing complexity of the processing tasks applied in fields such as 
real-time image processing, hardware circuits are being more and more used with 
the aim of obtaining processing rates higher than the achievable ones with software 
approaches. The design of complex digital circuits is therefore more and more 
complicated, so new approaches and tools are arising to cope with this, as well as to 
reduce the time to market of new products. 

Evolvable hardware is one of the solutions to this problem, in an attempt to have 
systems that “self-design”, being able to adapt themselves to the needs of different 
requirements or environments. To do that, the circuit relies on an evolutionary 
algorithm that tries to optimize its configuration. The evolutionary algorithm mainly 
looks for a proper solution in the search space, following a process of evaluating 
multiple candidate solutions in order to find the fittest one, similar to evolution in 
nature. 

On the other hand, the requirements of the processing tasks can change during 
the lifetime of the system. If this happens, either the resources are overused for the 
worst case, or the system may suffer a lack of processing capabilities to deal with the 
new needs. Differently, scalability of digital circuits is always a desired feature, 
which allows the system to change, in runtime if it is dynamically scalable, the 
number of used resources depending on the needs of the system. 

In this work, the merging of the evolvable hardware technique with scalability is 
proposed, resulting in scalable evolvable hardware, a new approach in the 
evolvable hardware field that provides some interesting properties, but it also has 
some challenges, such as an increment in the complexity on the system, that have to 
be tackled. A novel architecture is presented, together with an exhaustive set of 
experimental results. It will be shown how scalability improves not only the 
performance, but also the fault tolerance and the possibility of performing more 
complex tasks with harder requirements. 

The work presented here is a continuation of [1], where a multiple array system 
based on evolvable hardware was originally presented. This thesis completes the 
scalability of the system, resulting in an architecture that allows the combination of 
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both approaches, though they are not implemented simultaneously. This document 
is structured as follows: 

 In chapter I, an introduction to the subject is done, in order to establish the 
aims of the project and some bases to understand why this work has been 
carried out. 

 Chapter II depicts the state of the art of evolvable hardware and scalable 
hardware architectures, to set the differences with other works of both fields, 
and establish the research line to which this work belongs. 

 Chapter III describes the possible options analyzed when creating the system, 
and presents the theoretical analysis that was carried out before starting 
implementing it. 

 In chapter IV, the development of the project is shown, considering both 
hardware and software parts. 

 In chapter V, all the results obtained with the implemented system are 
presented. 

 Finally, in chapter VI, the conclusions of the project are shown, distinguishing 
the covered part, and the future work lines opened. 

I.2 Hardware vs. software 

The relentless increment of the processing demands in nowadays applications, 
especially those under real-time constraints, requires more and more processing 
capabilities. Traditionally, the processing tasks were carried out using software 
applications that rely on a fixed hardware circuit, normally a general purpose 
processor. Software is really flexible, and can perform almost any envisaged task if 
the programmer is skilled enough. Typically, the performance obtained with the 
software solution depends on the frequency of operation of the processor, since the 
different instructions of the program are executed sequentially, so the higher the 
frequency, the larger the number of operations done per second and the higher the 
performance. But increasing the frequency means an increment in the power 
consumption of the device, and hence a higher temperature in the chip. For this 
reason, frequencies of operation reached an upper limit in the past years. 

A different approach is the use of custom hardware rather than general purpose 
processors. A manner of doing this is with Application-Specific Integrated Circuits 
or ASICs, which are completely customized hardware circuits to perform one task. 
These circuits are optimized to consume very low power and work at high speeds, 
but they do not offer any type of flexibility at all, as they do exclusively the task they 
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are designed for, and also the engineering costs are extremely high, only being a 
feasible solution when the amount of units to produce is large enough to cover the 
non-recurring costs. 

The need of more processing capabilities led to the parallelization of the tasks. As 
a result, new types of processors have appeared in the market, being able of 
executing multiple software tasks at the same time. Possible options range from 
multi-core processors to Digital Signal Processors (DSPs), all of them designed to 
provide a high processing power with high flexibility. Emphasizing on the idea of 
parallelization, the use of Graphic Processing Units (GPUs) for general purpose led 
to General Purpose GPUs (GPGPUs). In this approach, the designer makes use of the 
many-core structure of the GPU in order to massively parallelize a task. This solution 
suffers the high cost of the GPUs, which also increase the power consumption of the 
system. 

Thanks to the development of the Field-Programmable Gate Arrays (FPGAs) in 
the late ‘80’s, a new way of accelerating computation without reducing flexibility 
emerged. The so-called reconfigurable computing (RC), which consists of the use of 
programmable logic to accelerate tasks, is now possible due to the FPGAs available 
in the market, whose configuration can be changed an unlimited number of times, 
having a method to implement hardware algorithms that can be executed in turn on 
a single device, just as traditional software algorithms that execute in the same 
processor one after the other. FPGAs usually work at lower frequencies than 
processors, but the massively parallelization obtained by hardware leads to faster 
executions, and as a disadvantage, to higher complexities in the design of the 
accelerators that map the given application. According to [2], the acceleration 
provided with hardware executions is routinely 10 to 100 times faster than software, 
but with an increment of also 10 to 100 times in the implementation complexity. 

I.3 FPGAs and evolvable hardware 

A possible manner to reduce the complexity of mapping an application in a 
hardware module is the use of evolvable hardware. Evolvable hardware, which is 
one of the key subjects of this work, principally consists of the combination of a 
reconfigurable architecture with a control based on an evolutionary algorithm. This 
is a new design methodology that automatically creates solutions without the 
necessity of knowing how the task is accomplished, but just with some 
measurements of how well a candidate solution behaves for the given task. In the 
following subsections, a description of all these concepts is done, to set the bases of 
this project. 
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I.3.1 Reconfigurability in FPGAs 

The advantage obtained when using FPGAs to accelerate tasks while keeping 
flexibility (because of the possibility of changing the configuration of the device, and 
thus its functionality) leads to the need of a configuration stage, and usually an 
external system or person to carry out this process. To establish the functionality of 
the FPGA, these devices have a configuration memory, a memory in which all the 
information of the circuit to be implemented is stored: the connections between the 
resources of the device, constant values such as the LUTs equations, and some other 
parameters. This information constitutes the description of the circuit. To access this 
memory there are different external ports, so the designer can load the file containing 
the information of the circuit (as well known as the bitstream file) via JTAG or USB 
protocols, for instance. 

However, some vendors, such as Xilinx, enhance their devices with an internal 
port able to access the configuration memory. With this internal port, called ICAP 
(Internal Configuration Access Port) in the Xilinx devices, the logic implemented in the 
device has the chance of reading the content of the configuration memory and 
writing a new one, modifying the circuit from the inside, hence getting rid of the 
need of an external system. This technique is known as Dynamic Reconfiguration. If 
only part of the circuit is changed (reconfiguring the whole FPGA would be 
impossible from the FPGA itself), it is called Dynamic and Partial Reconfiguration 
(DPR). The corresponding bitstream is usually stored in a memory inside the FPGA, 
so it is available to be sent through the ICAP to the configuration memory. 

Some designers address the reconfiguration problem by implementing Virtual 
Reconfigurable Circuits (VRCs) [3], which is another way of changing dynamically 
the functionality of the circuit. This solution is based on implementing all the desired 
configurations simultaneously in the device, and with some multiplexers, the 
configuration desired is selected, discarding the results produced by the other ones. 
This approach and the DPR solution are shown in Figure I.1. This solution is easier to 
be designed, and has faster reconfiguration times, as only some bits in configuration 
registers have to be changed, without affecting the configuration memory. However, 
the resource utilization and hence the power consumption are really high, and 
depending on the problem, implementing this approach may be even unaffordable. 

In this project, as one of the main subjects is the scalability of the circuit inside a 
single device, elements with small size and small resource utilization are a must. For 
that reason, the VRCs are not a feasible manner of implementing the system, due to 
the huge overhead in resource utilization that this solution occasions. The adopted 
solution relies on DPR as method to reconfigure the circuit. 
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Figure I.1 Example of a virtual reconfigurable circuit (left), and dynamic and partial reconfiguration 
(right). In VRCs the selection of the functionality is done with a multiplexer, while with DPR, the 

functionality is changed by changing the circuit. 

I.3.2 Evolutionary algorithms 

Evolutionary algorithms (EA) are optimization algorithms that try to obtain the 
optimal (or at least a suboptimal) solution within the space of potential solutions. 
These algorithms are inspired in the evolution process that takes place in nature, 
which allows different organisms to adapt to the conditions of their environment 
after thousands of generations. In order to do that, along the lifetime of the species, 
each individual creates new offspring. These offspring are slightly different to the 
parent (or parents). These little differences are produced randomly, and let some of 
the individuals behave differently. Due to a mechanism known as the survival of the 
fittest, or natural selection, the better adapted individuals survive longer than the 
rest, and eventually become the dominant species, while those less adapted tend to 
disappear. This way, they are able to adapt to the medium. 

One of the key aspects of evolution is that it requires no specifications of the 
environment. As individuals adapt to it, whatever it is, and the new features rely on 
random processes, there is no need to determine anything, just to be able to 
“measure” how well a particular individual adapts to the medium where it lives. 
This process can be done by an algorithm; it just needs that measurement, or fitness 
function in evolutionary jargon, and some mechanism to create new offspring from 
the previous generation. The general workflow of an evolutionary algorithm (also 
known as evolutionary loop) is as follows: 

 Generate randomly new candidate solutions, which constitute the initial 
population of possible solutions. 

 Evaluate every solution, calculating the fitness value. 

 Until a certain condition is met (for instance, a determined value of fitness, or 
a fixed number of generation is reached), repeat the next steps: 
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o Select from the candidates some solutions from which the new offspring 
will be created, according to the fitness of every individual. 

o Generate the new population of candidate solutions, applying any of the 
available genetic operators to the selected solutions. 

o Evaluate the new solutions. 

 Once the condition is met, return the best solution obtained in the process. 

In order to generate each solution, some of the traits of the parent have to be 
changed by using different mechanisms known as genetic operators. Mainly there 
are two genetic operators, as represented in Figure I.2, and an EA can apply one or 
both in the generation stage, depending on the complexity of the search problem. 
Those genetic operators are: 

 Mutation: it is the modification of the genotype by randomly choosing a 
certain number of genes and changing them. Possible transformations are 
either flipping them (in the case of bits), adding or subtracting a random 
value (in the case of reals), or substituting it by a random value. The number 
of genes changed per iteration of the evolutionary loop is the parameter 
named mutation rate. 

 Crossover: it consists of the combination of the genes of two (or more) 
genotypes. Usually it is done by cutting both genotypes at the same random 
point (crossover point), and generating a genotype formed by the first part of 
the first genotype and the second part of the second genotype. There can be 
more than two parents, and more than one crossover point. 

Usually crossover is applied in a first stage, and in a second one mutation is 
performed to create the offspring. 

 

Figure I.2 Mutation (a), and crossover (b) mechanisms. These are the two basic genetic operators. 
Arrows represent the random positions where mutations or crossover point take place, respectively. 

Some of the most used EAs are the Genetic Algorithms (GAs). In GAs, each 
solution, or phenotype, is uniquely represented by a sequence of values, or genotype. 
Each value, or gene, represents a particular trait of the phenotype, and it is changed 
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in order to create new candidate solutions. Usually the genes are represented as bits, 
but sometimes other data types are used, such as integers or real numbers. The entire 
set of possible solutions is named genotype space, and it is the search space of the 
EA. It is important to notice that the larger the genotype, the more possible 
combinations of genes it can have, hence the larger the search space. If the search 
space is very large, an EA can have problems to find an optimal solution, and 
probably it will get stuck at a suboptimal one. 

To evaluate the quality of each candidate solution for the given task, the fitness 
value is calculated. The fitness function is a function selected by the designer when 
creating the EA, and it allows the different genotypes to be compared. This function 
maps every candidate with a numerical value, which depending on the performance 
of the solution will be better or worse, being higher or lower depending on the 
fitness function used. For instance, in the case of image processing tasks, the fitness 
can be measured as the error between the output (processed) image and a golden 
reference that represents the desired or perfect solution to which the system should 
tend. In this case, the fitness value must be as close to 0 as possible, in order to 
minimize this error. Another option would be using the Peak Signal-to-Noise Ratio 
(PSNR), and in this case the fitness value should be as higher as possible. 

The selection of the parents for the next generation is normally done considering 
the best fitness value (or values), and promoting those solutions to be the next 
parents. This selecting mechanism considering exclusively the fitness value is called 
elitism: only the best survive. But sometimes the selection can take into account other 
parameters such as the age, or even making a “tournament” where the solutions are 
compared two by two. This means that not always the best solutions are selected, in 
an attempt to increase the diversity of the parents and thus avoiding getting stuck at 
suboptimal solutions. 

The major drawback of the EAs is the aforementioned fact that in some occasions 
they get stuck at a suboptimal solution. Depending on the fitness function selected, 
its domain (or fitness landscape) can be smooth, if small changes in the genotype 
cause small changes in the fitness value, or rugged if they cause the fitness values to 
fluctuate a lot. If the fitness landscape is smooth, there will be a few local maxima 
(peaks) and minima (valleys), and the EA will be able to reach the optimal point 
easily. On the other hand, if it is rugged, there will be many local maxima and 
minima, and it will be hard for the algorithm to reach the optimal point. It will 
probably get stuck at some local suboptimal solution, being difficult to get out of it. 
For this reason, the tuning of the different parameters of the EA (mutation rate, 
number of offspring per generation, and so on), and the selection of different criteria 
(the use of more complex selection mechanisms, the combination of both genetic 
operators, and so forth) are very important. To get the best results of an evolutionary 
system the algorithm must be as suitable for the problem as possible, being in some 
cases a non-trivial decision to select it properly. 
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I.3.3 Evolvable hardware 

If in a reconfigurable hardware system the reconfiguration process is conducted 
by an evolutionary algorithm, it is called evolvable hardware (EH). Evolvable 
hardware systems are able to autonomously adapt to different tasks or conditions 
with little knowledge about how the problem is to be solved. 

These systems normally have a two-stage lifetime: a training stage, in which the 
circuit is optimized to perform a particular task, with some particular specifications; 
and a mission stage, where the circuit is reconfigured with the best configuration 
previously obtained, and it is used to perform the task for which it was trained. 
Depending on the reconfiguration throughput, the training stage will last longer or 
shorter, or in other terms, a higher number of circuits will be evaluated in the same 
amount of time. This is important, the more circuits the EA tries, the more likely is to 
find the best solution. Regarding this, VRCs have a competitive advantage over DPR, 
as they can change extremely fast compared with the later, but the resource 
utilization can be too high to be a feasible implementation method in some 
applications. Also, as some multiplexers are required, the combinational paths of the 
circuit are larger, limiting the frequency of operation of the system. This causes the 
evaluation stage of the evolutionary loop to be longer. 

The training stage can be performed in two manners, depending on where the EA 
is executed: 

 Online: the evolutionary algorithm is executed in the same device that is 
going to implement the hardware (e.g. in a microprocessor embedded on the 
FPGA). 

 Offline: the evolutionary algorithm ran in an external device and only once 
the solution is generated it is implemented in the final device. 

The online evolution leads to the need of no external device, and is the approach 
which provides autonomy to the evolvable system. 

Concerning how the evaluation of the candidates is done, the evolution process 
can be: 

 Intrinsic: if the same fabric of the device is used in both, the training stage and 
the mission stage. This way, fitness evaluation is faster, and gives exactly the 
same results as it will deliver when implemented. 

 Extrinsic: if the candidate solution is evaluated using a software model of the 
hardware to simulate its behavior, and only the final solution is configured in 
the device. 

Apart from the mentioned advantage in speed of intrinsic evolution, another 
benefit of using it is that it provides fault tolerance to the system. If there is a fault in 
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the hardware, the model used in the extrinsic evolution probably will not know 
about it, where it is, or how it behaves, but in the case of intrinsic evolution, as the 
same faulty fabric is used in both stages, there is no need to model the fault and it 
will be considered when evolving, getting a solution that “avoids” the fault. 

I.4 Dynamic scalability of digital circuits 

The main property of Dynamically Scalable Hardware is the possibility of 
varying, at run-time, the number of resources used for the accomplishment of a task, 
and this way, to adapt it to different demand levels. In the case of computationally 
intensive tasks, a larger number of resources can be dedicated to it, while if the 
requirements are low, some area of the device can be saved, or even dedicated to 
perform other processing tasks. This kind of scalability is usually referred to as 
performance scalability, since increasing the number of resources leads to a linearly 
proportional increase of the performance of the system. Performance scalability is 
normally a desired feature in almost any engineering field, but in particular, scalable 
multimedia is one of the scenarios that may benefit a lot, as in the case of Scalable 
Video Coding (SVC) or scalable audio compression. 

In other cases, scaling in the number of elements of a hardware architecture may 
be carried out in order to modify the algorithm performed by the hardware. For 
instance, an 8-bit processing structure could be scaled up in order to double the 
length of its inputs, up to16 bits each. As opposed to the previous scalability, this one 
is known as functionality scalability, referring to the possibility of adapting the size 
of the data set with which the algorithm works. This scalability is very useful when 
dealing with image or video applications, where changing the compression ratio can 
imply changing the size of the 2D Discrete Cosine Transform DCT. 

Functional scalability can be combined with performance scalability, or be 
required as a standalone feature. For instance, in a sliding window filter for image 
processing tasks, the window that slides along the image takes several inputs and 
delivers one of them as the output. Increasing the size of the window would be an 
example of functional scalability, but not the case of performance scalability, as no 
improvement in the performance is obtained at all. 

Regarding the hardware architecture itself, there are different manners of 
implementing scalability in the system. The architecture could be scaled at design 
time, in a static approach, or at run time, i.e., dynamically. Also, the same architecture 
can be used to fulfill the different requirements, meaning that the architecture is 
oversized and the resources are already implemented but not used is some cases. 
Contrariwise, the architecture can be customizable, what means having different 
parameters that characterize the architecture, and by properly tuning them different 
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operating points can be obtained, with different resource occupation and power 
consumption. Concerning the area occupied, the architecture can have a scalable 
footprint, meaning that scaling in the number of resources will vary the area utilized, 
or it can be a non-scalable footprint, for instance if the circuit always occupies a 
rectangular slot and there are different versions of it but all fitting in the same area. 
Within the scalable footprint architectures, it can be 1D or 2D, depending if it grows 
in one or two dimensions. In the system described in this document, the scalability 
used is dynamic, customizable, with a 2D scalable footprint. 

I.5 Aim of the project 

The work described along this project continues the research line started in [1], 
where the scalability in the number of processing arrays was developed and a 
system with multiple redundant arrays was implemented. The aim of this project is 
to complete the scalability of the system, by proposing and implementing a new 
architecture compatible with the old one, but tackling in this case the scalability of 
each processing array, i.e., modifying the number of processing elements that 
compose it. This architecture can be used for different purposes: 

 To tackle more complex tasks, by using larger arrays with more processing 
capabilities. 

 To obtain an autonomous and smart use of the resources of the device, 
dealing with real-time variable requirements. 

 To increase the fault tolerance of the system, allowing the architecture to cope 
with a higher number of accumulated faults without reaching the end of its 
lifetime. 

To verify all these goals, an exhaustive set of experiments were carried out, and 
all the results obtained along with the conclusions reached are explained in the last 
chapters of this document. 

Scalability in evolvable hardware is an almost new research line, as can be seen in 
the next chapter, and it opens new possibilities and gives extra degrees of freedom, 
being a step forward in the design of autonomous intelligent systems. The main goal 
of this project is to verify some of the new features obtained, and describe briefly 
how the new field could be exploited by future researchers and designers. 
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II. ANALYSIS OF THE RELATED WORK 

II.1 Previous work 

Along this chapter, the main work related with this project is described: first, an 
analysis of the state of the art of evolvable hardware and scalable evolvable 
hardware is shown. Next, the architecture of the system which is the starting point 
for this work is shown, along with its main properties. Finally, the DREAMS tool is 
presented, a tool that allows the development of this type of systems in an easier 
manner. 

II.2 Analysis of the state of the art 

This project combines two different research lines: evolvable hardware and 
dynamically scalable hardware systems. When analyzing the state of the art of 
evolvable hardware solutions, not much previous work combining scalability with it 
was found, and the scarce work done is mainly theoretical. For that reason, this work 
is a big contribution in the field of scalable evolvable hardware, as it proposes a 
practical and well proven approach, without forgetting providing novel theoretical 
contributions. These contributions are stated afterwards. 

II.2.1 Evolvable hardware 

First proposed by de Garis [4] and Higuchi [5] in 1993, Evolvable Hardware (EH) 
consists of the application of evolutionary algorithms to the creation of hardware 
circuits. This is possible thanks to FPGAs or CPLDs, devices that allow changing the 
hardware circuit implemented inside them. Along the history of this research field, 
there have been mainly three methods of addressing the implementation of EH 
systems: 

 By directly manipulating the bitstream, 

 By using Virtual Reconfigurable Circuits, 

 By using Dynamic and Partial Reconfiguration. 
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Each of the methodologies have been applied to different granularity levels, 
going from coarse grain macro-blocks that perform complex functions, to fine-grain 
LUT-based processing elements, or even at gate level [6]. 

Direct bitstream manipulation is based on directly changing the bits of the 
configuration memory, i.e., mapping the genotype in the configuration memory. This 
approach was implemented using the Xilinx XC6200 family. This was in the past 
considered the perfect platform for evolvable hardware because it allowed a safe 
modification of the bitstream, even randomly, and the content of the bitstream was 
open, among some other facts explained in [7]. Within the work done following this 
methodology, Thompson used an XC6216 FPGA to implement an evolutionary 
frequency discriminator able to distinguish between 1 kHz and 10 kHz square waves 
[8], being this one of the first FPGA-based practical experiments on evolvable 
hardware. 

Further application of this methodology became harder with the appearance of 
the Virtex family, since safe modifications of the bitstream were no longer possible, 
and the huge complexity of the file made the search space too large. Some 
approaches (such as the use of tools like JBits, which enabled the modification of the 
bitstream in a controlled manner) were still proposed using this approach ([7], [9]), 
but nowadays it is almost abandoned. Only a few works have been done in the last 
few years, based on reverse engineering some parts of the configuration bitstream 
and then directly manipulating them, as in [10], where professor Upegui proposed 
three different approaches to evolve circuits on FPGAs: a coarse grained module-
based evolution, a fine grain technique using difference-based reconfiguration, and 
the combination of both approaches by direct bitstream manipulation. 

VRCs solutions [11] consist of implementing several programmable structures, 
which have been defined previously, for instance using a Hardware Description 
Language (HDL), as part of the system in the FPGA, in a virtual reconfigurable layer. 
In this virtual layer, a multiplexer is used in order to select which one is the desired 
output, reducing thus the reconfiguration time (since just the control bits of the 
multiplexer have to be changed), and making easier the designing process, but with 
a high penalization in the area used and lower processing frequencies due to the 
extra combinational logic added. 

At the University of Brno, a VRC implementation of a system based on Cartesian 
Genetic Programming (CGP) was presented in [3], and it was used for image filtering 
tasks. CGP, first introduced in [12], is a type of architecture based on genetic 
programming that consists of a rectangular grid of processing elements, whose 
functions are chosen from a library of primitive functions, and each one takes its 
inputs from any of the PEs situated on its left, and delivers one output. An example 
of CGP is shown in Figure II.1. Some modifications of [3] were presented in [13] and 
[14], implementing the whole system in a Xilinx Virtex II Pro FPGA, with the EA 
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running in a PowerPC microprocessor included inside the chip. Another example of 
CGP architecture based on VRC was shown in [15], proposed by professor Torresen, 
where it was used for medical applications providing a system to classify a medical 
data-set. 

 

Figure II.1 Example of a CGP architecture, where each PE performs an operation with the inputs taken 
from any of the outputs on its left [16]. 

On the other hand, with DPR the functionality of each processing unit can be 
generated as a partial bitstreams corresponding to the specific circuit 
implementation, and through a reconfiguration engine they are written in the 
desired position, according to the decisions taken by the evolutionary algorithm. In 
this case, the area overhead is quite low, as just one function is configured in the 
circuit at a time, but the reconfiguration time is the main disadvantage of these DPR-
based evolvable hardware systems, limiting its use and exploitation in this research 
field. 

An example of application of DPR in evolvable hardware was proposed by 
professor Torresen in [17], using an evolvable hardware system for pattern 
recognition applications. Another example of evolvable hardware system that uses 
DPR was described in [18], and in this case the authors present an artificial neural 
network (ANN) able to change the network structure by reconfiguring different 
blocks that contain all the possible layouts of the network. This was called 
topological evolution in the evolutionary ANN framework. Proffesor Upegui, the 
main researcher of the previous paper, also presented in [19] an evolvable random 
Boolean network (RBN) cell array, a system where the interconnections between the 
different cells of the RBN are changed by changing the multiplexers inside the 
configuration logic blocks of the FPGA using DPR. The structure of the basic cell and 
how the array is interconnected can be seen in Figure II.2 
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Figure II.2 Structure of the basic cell of the RBN (left) and structure of the array of cells (right), 
showing the different possible interconnections, which changed by DPR. 

Reconfiguration time is the main reason why VRCs have been the preferred 
methodology over DPR, and they are still a reference to be compared with when 
DPR systems appear in the state of the art. 

In order to reduce the gap between DPR and VRC solutions, some other 
approaches have arisen lately, combining the reconfiguration speed of VCRs with 
the low area occupation of DPR-based systems. For instance, in [20] a CGP-based 
system using DPR was presented, but instead of reconfiguring the whole PE, only 
the LUTs’ equations are changed, keeping the routing untouched, saving thus a lot of 
reconfiguration time. A similar work was done in [21], and later in [22], 
reconfiguring just the equations of the LUTs but by implementing them as shift 
register LUT,  a type of LUT that exists in some devices, and whose behavior can be 
configured as a shift register, changing the equation just by introducing the new one 
in the register. This approach, though achieving faster speeds, presents lower 
flexibility compared with the DPR, since the use of resources is more restricted and 
limited. 

As stated in [23], the main problem of most of the aforementioned publications is 
precisely the overall scalability of these systems. Scalability limits the size of the 
circuit to be evolved, and there is a need to create systems able to manage it 
properly. 

II.2.2 Scalable evolvable hardware 

The evolvable hardware scientific field has achieved very important progresses in 
the last two decades, but there is still a lot of work to be done in order to have the 
revolutionary systems depicted by the earlier visionary researchers [24]. 
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Concerning the evolutionary circuit design, if mechanisms are provided to the 
system so it can be scalable, more complex tasks can be performed with higher 
adaptability to the requirements. Scalability is something inherent in nature, where 
small molecules develop to complex organisms as human beings. But it is an issue in 
EH because normally evolved circuits do not scale well with respect to the 
complexity of problem instances. 

The problem with scalability is twofold: it is necessary to scale the genotype and 
the phenotype that maps it; and there is also a problem with the increased 
complexity of the evolutionary algorithm to cope with a larger search space. 

One solution to this problem was proposed by professor Torresen in [25], using a 
divide-and-conquer strategy in a pattern recognition system similar to the one 
presented in [17]. This system is evolved by taking small parts first, naming it 
increased complexity evolution. The purpose of this approach is to overcome the 
problem of large genotypes, and instead of evolving it all at a time, evolution is first 
undertaken individually in a set of basic units (in the presented system, at gate level). 
Once this evolution finishes, the evolved blocks are used as the basic blocks for the 
next evolution, and so on. This process is repeated until the final system is obtained, 
being the result a high complex circuit. A similar technique is used in [26], where a 
three-bit multiplier is evolved using a CGP architecture of blocks that have been 
evolved in a previous stage. In this case, the divide-and-conquer strategy applied 
allows smaller block to be evolved in a simple manner at gate level, and then evolve 
the global structure at block level, reducing thus the size of the search space and the 
complexity of the algorithm. 

This divide-and-conquer approach would be later named as development by 
professor Torresen in [27], where the author proposes to apply concepts from 
biology to evolvable hardware, in order to make evolvable hardware systems more 
applicable to solving problems. Applying the development to an n-bit adder with 
carry, and later to an even n-bit adder, is shown in [28] by professors Gordon and 
Bentley. Also, the application of biological concepts to evolvable hardware has been 
done with the POEtic tissue presented in [29]. In the PERPLEXUS project the ubichip 
is proposed ([30], [31], [32]), a chip aiming to develop a scalable hardware platform 
made of bio-inspired custom reconfigurable devices for simulating large-scale 
complex systems. 

In all the previous works, none of the solutions deal with dynamic scalable 
architectures based on evolvable hardware, able to grow up in the size of the 
phenotype to improve its performance. Also, as mainly the evolvable hardware 
systems are implemented using VRCs, there is not much room in the device to be 
able to grow, and that is why DPR-based solutions are a key factor in this field. 
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II.2.3 Contributions to the SoA solutions 

The main contribution of this project is the development of an evolvable 
hardware architecture that supports dynamic scalability in the number of elements 
that compose it, so it is a scalable evolvable hardware (SHE) system. This 
architecture results from several modifications done to a previous one, which is 
presented in the next section. It also supports having multiple processing units, and 
both scalabilities are completely compatible. Until now, the works done in this 
research field had been theoretical, with no actual applications. They do not consider 
the scalability of the system as another parameter to be managed by the control 
algorithm, but as a division of the search space, as has been shown in the previous 
section. The only evolvable hardware system existing in the state-of-the art showing 
similar scalability attributes as the ones proposed here is the one proposed in [33] by 
the group of professor Torresen. In this work, a system similar to the pattern 
classifier proposed by the same group was presented, but only a preliminary and 
restricted implementation is provided, being a simple proof-of-concept without 
achieving the main goal. 

This work provides a practical case of scalable evolvable hardware, in which 
some of these theoretical works can be tested, for instance the development of 
evolvable hardware. 

II.3 Starting point: the original system 

The architecture of the non-scalable system was presented in [34] by researchers 
from the CEI, and contrariwise to most of the approaches to evolvable hardware, it 
consists of a systolic array of processing elements (instead of a CGP-based system). The 
architecture of the system is shown in Figure II.3, where the main elements of the 
system can be seen: 

 An embedded microprocessor, a MicroBlaze, in which the evolutionary 
algorithm is running. 

 The reconfiguration engine, an enhanced version of Xilinx’s HWICAP that 
was developed at CEI, and which allows the system to perform DPR with 
relocation capabilities at an overclocked frequency of 200 MHz (the nominal 
frequency is 100 MHz). 

 A peripheral in which the systolic array is included, together with an 
evaluation unit in charge of calculating the fitness value of the result. 
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 An external memory, a CompactFlash, in which the partial bitstreams and 
other needed data are initially stored, and where the results are saved in. 

 

Figure II.3 Overview of the architecture of the original system. 

The systolic array consists of a 4x4 structure of processing elements (PEs), such as 
it is shown in Figure II.4. Each of the PE has two inputs (north and west), and two 
outputs (south and east), propagating the data through the array in vertical and in 
horizontal but just in one direction, without feedback paths. A PE performs one 
operation per clock cycle, since there is a register just after the functional block that 
performs the operation. The different operations a PE can perform are shown in 
Table II.1. There are no multipliers used, which allows all the PEs to be implemented 
with few resources of the FPGA. As the elements are small, and very close one to 
each other, the critical paths are very short and therefore the operating frequencies 
obtained are higher than 200 MHz. As PEs are reconfigured in the array, there is the 
necessity of ensuring the connection between the output of one PE and the input of 
another. The method utilized in this system is the use so-called bus macros. A bus 
macro is a block predesigned with two terminals, whose connections are known in 
the design stage. Each PE has four bus macros instantiated in a symmetric manner. 
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Figure II.4 Processing element, with the functional block, the register and the bus macros (left), and 
architecture of the systolic array (right). 

Operation Description Operation Description 

    Addition     N divided by 2 

    2 times N     W divided by 2 

    2 times W   Identity (N) 

     Addition with saturation   Identity (W) 

     2 times N with saturation           Maximum 

     2 times W with saturation           Minimum 

        Average      Subtraction with saturation to 0 

    Constant value      Subtraction with saturation to 0 

Table II.1 List of all the possible operations performed by the PEs, and the description. 

To feed the array, there are 8 input multiplexers in the west and north borders of 
the array, which provide the first row and the first column with the appropriate data. 
To gather the results, there is an output selector that takes one of the eastern outputs 
as the final output (southern border is not considered for simplicity). The different 
control signals are located in the peripheral, and they are set from the 
microprocessor using memory-mapped registers. The structure of the whole array, 
with the input multiplexers and the output selector, is shown in Figure II.5. The 
evolutionary algorithm running in the microprocessor selects what functionality 
implements each PE by selecting one of the stored partial bitstreams and 
reconfiguring it through the reconfiguration engine. Thanks to the relocation 
capabilities, only one bitstream per functionality is stored, instead of having all the 
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16 functionalities placed in every position of the array (         ), which would 
increase a lot the memory footprint of the design. It also sets which input is selected 
by each input multiplexer, and the final output, being the genotype an array 
composed by all these values, hence size             integers, with N and 
M the dimensions of the array (in this case, 4x4). 

 

Figure II.5 Structure of the systolic array and the multiplexers. 

Also there is a hardware evaluation unit, which is in charge of measuring the 
fitness of the output. As the systolic array has a certain but unknown latency, several 
evaluation units are arranged forming a latency selector, in charge of comparing the 
output with different latencies (by registering the output a variable number of times) 
with the same reference, and thus figuring out the different fitness values. A sorting 
unit is in charge of getting the lowest fitness value, which will be the one 
corresponding to the actual latency of the array. This latency selector is shown in 
Figure II.6. 

The application domain of this system is image processing, mainly adaptive noise 
removal. In this application, a noisy input image is processed by the array, and an 
output image is obtained. This result is compared with a reference image without 
noise, and the fitness value is obtained as the Summation, pixel by pixel, of the 
Absolute Errors, or SAE. This fitness is used by the evolutionary algorithm to find the 
best configuration for the filtering task, trying to minimize it and thus minimize the 
error between the images. 
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Figure II.6 Structure of the latency selector hardware block. 

To prepare the pixels of the input image that are used as the input to the array 
(through the input multiplexers), there is a sliding window size 3x3 pixels, that every 
clock cycle selects a central pixel and the 8 surrounding it, and slides horizontally 
through the whole image. To create this window, the circuit used is the shown one in 
Figure II.7, consisting of two FIFOs with a size equal to the width of the image, and 
four extra registers. There are some pixels that have no valid adjoining pixels, which 
are the borders. For that reason, the evaluation unit in charge of calculating the 
fitness does not take into account those pixels. 

Regarding the EA, it follows a       evolutionary strategy, being 1 the number of 
parents and   the number of offspring in each generation (    in this application). 
Each offspring is generated by mutating the parent with a mutation rate K (which is 
equal to 4 in this case, though tests with different values were also done). The parent 
is selected as the individual with the lowest fitness value, making use of the elitism. 

This system presents different properties, such as: 

 Tolerance under permanent faults. The system can work under the influence 
of accumulated faults, and can obtain valid configurations after new 
evolution process, as the evolution is intrinsic ([35]). This means that the 
system has self-healing capabilities, being able to recover the functionality 
even with several PEs damaged. 

 Self-adaptiveness to different input and environmental conditions. As the 
EA tries to optimize the fitness function by changing randomly the 
configuration of the circuit, different functionalities can be obtained by 
changing the input and reference images. 
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 Generalization of the solutions obtained with one pair of training images, so 
they can be used with different input images.  

All this properties are studied more in detail in [36]. 

The described system is the starting point for implementing the scalable array 
system, and the different properties are kept since the essence of the system is the 
same. 

   

Figure II.7 Circuit implementing the sliding window (left), and the representation of the window 
sliding over the image. 

II.3.1 Improvement of the system: two noisy images approach 

One of the main drawbacks of evolvable systems is that they depend on having a 
golden reference to perform the training stage. This is a twofold disadvantage, 
because: 

 The necessity of the golden reference means that, in an autonomous system, 
there must be some manner of having available the image, before each 
training stage. This may be not possible in the case of unattended systems, 
such as satellites. 

 The system can only be trained for the type and level of noises that the stored 
images have, and in a real system, different types or levels of noise will 
appear, which cannot be characterized in advance. 

In order to improve the autonomy and adaptability of the system, a new 
approach was proposed by researchers of the reconfigurable computing group at 
CEI, based on the theory published in [37]. The usage of a noisy image as a reference 
may still allow the adaptation of the system as long as the two training images (input 
and reference) have the same type and level of noise, whenever this noise is non-
correlated. 
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With a noisy reference image the problem is not solved, as there is still a 
dependence on having a proper image with the noise intended to be filtered. In order 
to eliminate this dependency, two consecutive frames from a camera can be used as 
the identical couple of images used for training. Usually the noise of the 
environment is white noise, so the two images would have zero correlation between 
them. As the two images come from the camera, there is no need for a noise 
characterization process. The only requirement is that both images (without noise) 
should be as similar as possible, because if there is some movement between them, 
the filter will try to imitate it, obtaining a configuration that not only filters but 
moves the image. 

The usage of this approach is not the subject of this project, so no experiments 
will be carried out regarding this approach. However, this improvement has been 
combined with the scalable array system using the demonstrator described in section 
IV.6, obtaining results such as the shown in Figure II.8, where a scaled array is 
trained with two noisy images, with 50% of Salt and Pepper noise, and a very high 
quality image is obtained after the evolution. 

This new system is described further in detail in [38]. 

 

Figure II.8 Combination of the scalable array architecture with the two noisy images approach. The 
result image (center) could be barely guessed from the input image (left) or the reference image (right). 

II.4 The DREAMS tool 

The implementation of DPR-based systems lacks of a development methodology, 
covering all the flexibility and productivity requirements set by complex systems. 
The support the vendor’s tools provide is normally quite poor, usually not enough to 
completely implement a system with relocation capabilities (i.e., the capability of 
using the same partial bitstream in different positions). Also, commercial solutions 
such as Xilinx’s PlanAhead, force the designer to create all the different modules of 
the system at the same time, offering a low productivity. Also, in some occasions 
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there is a necessity of modifying, sometimes by hand, the generated netlists to make 
them suitable to be reconfigured complicates the design flow. 

A typical reconfigurable system, as the shown in Figure II.9, is composed of: 

 A static part, which will not be changed during the lifetime of the system. 

 One or more reconfigurable regions, reserved areas of the FPGA that are kept 
empty when designing the static part. 

 Different reconfigurable modules that fit in the reconfigurable areas. 

 

Figure II.9 Example of a reconfigurable system, with the static logic, the reconfigurable modules, and 
the regions where they are reconfigured. 

The process of designing and implementing one of these dynamically 
reconfigurable systems goes through several steps, some of them are shared with the 
design of non-reconfigurable systems (designing the system and the reconfigurable 
modules using HDL languages or similar; generating the bitstream of the different 
elements; and so on), and some others are specific of reconfigurable systems. In 
general, when designing the static part of the circuit, placement constraints have to 
be used to ensure that the logic resources are placed in specific zones of the device. 
However, they do not guarantee that any nets cross the border between the static 
and the reconfigurable areas. Sometimes it is even needed to modify the created files 
by hand, with tools such as Xilinx’s FPGA Editor, a tool that allows the designer to 
change, in a very limited way, the routing of a net. The same problem is found when 
dealing with the reconfigurable elements, since nets cannot get out of the boundaries 
of the element. Both problems can be seen in Figure II.10. This is a really tedious task, 
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very time-consuming, and sometimes it is not possible to completely re-route the 
nets, and some modifications in the placement have to be done. 

 

Figure II.10 Routing conflicts example, circled in red. Problems with nets of the static part crossing a 
reconfigurable region (a), and nets going out of the boundaries of a reconfigurable module (b). 

Even a harder task is ensuring the correct routing of the nets that connect the 
static circuit with the reconfigurable modules. There must be a compatibility with all 
the connections in order for the system to work properly. Even further, if the system 
is envisioned to support scalability, some symmetry properties must be satisfied to 
be able to grow up in the number of elements, as shown in Figure II.11. As it can be 
seen, the routings in the directions where the elements are going to grow have to 
match, because if not the connectivity between the reconfigurable modules would 
not be guaranteed. Different approaches have been used to solve this connectivity 
problem, some of them provided by the vendors, such as the aforementioned bus 
macros, or the proxy logic provided by Xilinx [39] as an alternative of the bus 
macros. Other solutions come from the academia, such as the ReCoBus Builder [40] 
or the GoAhead [41], which rely on XDL (Xilinx Description Language) to fulfill the 
routing requirements. XDL is human readable language that defines the netlist file 
(NCD in Xilinx tools) after the mapping process, and by modifying the XDL file the 
netlist is modified. 

For all those reasons, a CAD tool named DREAMS (Dynamically Reconfigurable 
Embedded and Modular Systems) was developed by members of the reconfigurable 
computing research group at CEI ([42]). This tool automates the implementation 
process of DPR-based systems, increasing the productivity and allowing the designer 
to develop systems faster and more easily. Thus, it allows increasing the design 
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productivity. Besides, the tool has some properties that make it suitable to design 
systems with scalability as a target. 

 

Figure II.11 Consideration of the symmetry of the interconnection between modules when scalability is 
required. A single PE (a), and how it connects with other equivalent PE (b). 

DREAMS covers the whole process, starting with the HDL files of the different 
elements and ending with the generation of the bitstream of the static part, and the 
different partial bitstreams of the reconfigurable modules, all done in an automated 
and friendly manner thanks to a Graphic User Interface (GUI) that lets the user select 
the different reconfigurable areas of the design, the connection among modules, or 
the positions where a module is intended to be relocated, among others. 

In turn, DREAMS tool relies on RapidSmith [43], a framework proposed by 
researchers from the Brigham Young University, which mainly consists of a database 
of the resources available in the FPGA along with a set of Java APIs that allow the 
interaction with this database. RapidSmith gives support to handle the XDL files of 
the system, allowing their manipulation. The DREAMS tool uses the modified 
netlists as the input of a custom router that creates the final netlist file of every 
element. 

The DREAMS tool also provides an original solution for the inter-module 
communication problem: the Virtual Borders (VBs). VBs are data structures that 
contain the description of which device wire is used by each signal to cross the 
boundaries in between two reconfigurable modules. They do not introduce delay or 
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area overhead. To recognize the signals implied in the VB, in the design stage a 
naming policy must be followed, which will be shown more in detail in the 
implementation chapter. The process of applying the VBs consists of instantiating 
temporal fake macros, elements placed outside the region (so they will have no impact 
when the bitstream is extracted). These fake macros are used like pins of the signals 
involved in the VB, and thus the tool can properly place them so the nets are routed 
using the desired wires to cross the border. 

The work flow the tool follows is the next one: 

 The designer creates the Virtual Architecture (VA) and the different Virtual 
Regions (VRs) of the system using either the GUI or manually creating an 
XML (eXtensible Markup Language) file with the description of it. A VR is a 
set of resources of the FPGA reserved for a module to be place in. The set of 
all the VRs is the VA. An example of VA can be seen in Figure II.12, together 
with its description in XML. 

 The different HDL files of the modules are assigned to the corresponding 
VRs, and the user creates the Virtual Modules (VMs), static or reconfigurable, 
of the system. By these VMs each component is defined. A VM can be 
designed to be placed in different VR, which will be generated in a 
compatible manner. 

 With the VMs created, the tool then applies the VBs. The VBs can be applied 
to different VRs, so the symmetry problem is solved for the case of scalable 
architectures. Also, all the VA, VRs, VMs and VBs can be saved in external 
files, so in the future, if some new module is intended to be added, it can be 
done easily in a compatible way. 

 Once everything is defined, the tool creates the netlists of the different 
components using the vendor’s tools. These netlists are converted to XDL 
files in order to be processed using the RapidSmith framework and the 
custom router. 

 After every module is completely routed, with the corresponding VBs 
applied, the XDL design is converted to NCD, and the bitstream is obtained. 
The partial bitstreams of the reconfigurable modules are extracted using a 
custom parser, implemented for this aim. 

 In the case of the static part, some clock resources must be activated in order 
to have a clock signal available for the reconfigurable elements. 

After all this process, the different bitstreams are generated, and the designer 
receives the complete system ready to be implemented in the FPGA. The usage of the 
described tool in this project has made easier the development of the architecture 
subject of this work, and without it the creation of all the processing elements, the 
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multiplexers, and the rest of the elements that compose the system would have been 
a tedious process, if not impossible. 

 

Figure II.12 Snapshot of the GUI of the DREAMS tool showing a Virtaul Architecture composed by 16 
Virtual Regions (left), and the XML that defines it (right). 
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III. SCALABILITY OF THE ARCHITECTURE 

III.1 Scalability in the number of arrays: multiple array 
system 

The scalability of the architecture in the number of arrays is shown first in this 
chapter. This was a previously developed system based on the original non-scalable 
architecture, after introducing some modifications in the control logic of the 
peripheral. Those changes are kept in the case of a single scalable array. This way, 
both approaches are fully compatible, so they can be merged in the immediate 
future. Further details of the system and the results can be found in [44]. 

III.1.1 Architecture of the multiple array system 

In order to make the system scalable in the number of arrays, several 
modifications were done in the architecture, as shown in Figure II.3, resulting in the 
architecture shown in Figure III.1. This modified architecture is designed to be 
effective for having a variable number of arrays, and although it implements three of 
them, this number could be lower or higher as the blocks are prepared for that. To be 
able to be replicated, the control of the peripheral is split into two blocks: the Global 
Control Block (GCB), and the Array Control Block (ACB). 

The GCB implements all the logic in charge of controlling the filtering process 
and sending the commands received from the microprocessor to the corresponding 
array. It controls the start and the stop of the different filtering stages, and retrieves 
the results of every array, in order to send the requested one to the microprocessor. It 
is also in charge of controlling the interfaces with the images to be used, loading the 
input and the reference image and saving the result in the corresponding memory. 
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Figure III.1 Overview of the multiple array system. 

On the other hand, the ACB controls the filtering process of each array. All the 
needed elements to perform the filtering task are included in the block, as shown in 
Figure III.2. The ACB contains the circuitry for the creation of the sliding window, 
the latency selector, and several multiplexers that allow the system to be flexible in 
the arrangement of the different ACBs and arrays. It allows several operation modes. 
As having multiple arrays may imply having different latencies in the input images, 
some FIFOs and registers are added to be able to vary the latency of every image, 
also including some multiplexers to select if the extra latency is necessary or not. 

To implement this system, only one GCB is included, as part of the static side of 
the peripheral, and several ACBs are configured to have multiple arrays. The first 
ACB is connected with the GCB through a connector at the top, and it has a 
congruent connection at the bottom in order for the next ACB to be stacked 
vertically. Each ACB has horizontal connections with its array. To be addressed by 
the MicroBlaze, each ACB has a numbering circuitry that self-assigns a label or 
identifier to the module. With this identifier, the ACB is accessible from the 
microprocessor, being able to receive orders. 
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Figure III.2 Structure of the ACB, including the systolic array in it. 

III.1.2 Operation modes 

Several operation modes can be obtained by arranging the arrays in different 
manners. Depending on the stage of the system (training/evolution stage, or mission 
stage), the different arrangements can be used with different purposes. 

Mainly there are three operation modes, shown in Figure III.3: cascaded, parallel, 
or bypass. 

 

Figure III.3 Operation modes: Cascaded (a), Bypass (b), and Parallel (c). 
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The cascaded mode consists of processing the output of one stage with the next 
array, using it as the input image. This can be used to improve the overall result in a 
collaborative mode, or to perform different tasks independently and subsequently. 
To obtain the different modes, the arrays must be trained properly, with the same 
reference image in the case of the collaborative mode, or with different ones in the 
independent one. 

Parallel mode consists of arranging the processing arrays in such a manner that 
all of them receive the same input, which is filtered simultaneously. This mode can 
be used to perform a Triple Modular Redundancy or TMR, increasing the fault 
tolerance by using the same configuration in all the stages during the mission time, 
or in the training stage to accelerate it by evaluating multiple candidates at once. 

The bypass mode is a variant of the cascaded arrangement, but one stage is 
disconnected and replaced by a bypass connection between its inputs and outputs. 
The bypassed array still receives the input images. This mode can be used to 
improve fault tolerance and the self-healing features of the system thanks to the 
original contribution of the imitation evolution. Instead of performing a classical 
training stage, the bypassed array uses as a reference image the output of the 
previous stage, sharing both arrays the same input image. With that, the array will 
try to minimize the error between its output and the output of the other array, hence 
trying to obtain an equivalent configuration to perform the task. This is also useful if 
there are no training images available. The evolution by imitation is depicted in 
Figure III.4. 

 

Figure III.4 Evolution by imitation mode. 

III.2 Scalability in the size of the array: scalable array 

Along this section, the theoretical approach to the scalability in the size of each 
array is detailed. The design considerations are explained, highlighting the 
importance of using the DREAMS tool to develop systems similar to this one. 
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III.2.1 Architectural problems for scalability 

In order for the array to be scalable, several modifications have to be done in the 
architecture, all of them concerning the processing array and it surroundings. 

Regarding the PEs, their tiled structure makes them suitable to be scaled in 2D, as 
they can be connected one after the other without any difficulty. The main problem 
of the PEs is the size: if the array is wanted to be very large (sizes 7x7, 8x8 or even 
10x10), the PEs must be as small as possible. Smaller PEs are needed also because, 
considering also that the fabric of the FPGA is not homogeneous, the area where the 
array is placed is limited to a reduce section of the device. For this reason, the bus 
macros have to be removed, as they are the main limitation of the size of the PE: each 
bus macros needs at least 2 CLBs, so at least two columns of CLBs are required to 
implement these PEs. This problem can be solved thanks to the use of the DREAMS 
tool and the VB approach. 

On the other hand, the input multiplexers and the output selector are the main 
drawback to scale in size. Regarding the input multiplexers, if any column or row is 
introduced, a new multiplexer is needed too. As the control register of the 
multiplexer is in the ACB, there would be also needed a scaling process of that 
control register, which is not easy to be done. The output selector has a similar 
problem. Both problems are analyzed separately in the next two sections. 

III.2.2 Hardwired input multiplexers 

To overcome this lack of scalability of the input multiplexers, they are designed to 
be hardwired reconfigurable modules, where the selection signal is not needed. This 
means having 9 different hardware reconfigurable blocks substituting the previous 
input multiplexers. Also, having reconfigurable blocks means spending more time to 
change them, as changing some bits in the ACB is much faster than reconfiguring a 
whole block. The structure of the input multiplexers is shown in Figure III.5. 
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Figure III.5 Classical multiplexer (left), and the hardwired blocks used for the scalability, in the case of 
the horizontal muxes (right). The vertical hardwired multiplexers are equivalent but in vertical. 

As can be seen, the possible nine input pixels are propagated from one mux to the 
next one, and the output is hardwired. However, the large number of signals needed 
to implement those blocks (9 pixels of 8 bits plus the output pixel) makes them 
unfeasible to be implemented in small areas. For that reason, a modification of the 
window generator has been done, including some of the generator elements inside 
the multiplexers. The final structure of the hardwired input muxes is shown in 
Figure III.6, along with the new window generator. 

 

Figure III.6 New sliding window generator (a), and the final version of the hardwired input 
multiplexers (b). 
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III.2.3 Reconfigurable output selector 

To create the output selector, just three reconfigurable blocks are needed, being 
the ones shown in Figure III.7. With these blocks, the output of the desired element is 
taken and sent back to the static part of the peripheral. To do this, a return path is 
included at the top of the horizontal multiplexers, so the same blocks are used for 
routing the input pixels and delivering the output data. 

 

Figure III.7 Blocks that compose the reconfigurable output selector. (a) selects the desired output, (b) 
routes it to (c), where it is routed back to the ACB. 

III.2.4 Final architecture 

With all the theoretical aspects being discussed, the resulting architecture is 
shown in Figure III.8. As can be seen, it is based on the architecture of the original 
system, but it includes the GCB and the ACB mentioned before in order for the 
system to be compatible with both scalabilities. The scalable array is shown in Figure 
III.9, where it can be seen the merging of all the reconfigurable elements. There is a 
need of an extra corner element which acts as an interconnection block between the 
static and the dynamic parts of the peripheral. 

As can be observed, the amount of reconfigurable elements is bigger than in the 
previous systems, which not only causes longer reconfiguration times, but also leads 
to the need of extra space in the reconfigurable region of the FPGA. In this version, 
any array needs one extra row and two extra columns of PEs, so an NxM array 
occupies an area of (N+1)x(M+2), being N the number of rows and M the number of 
columns, considering that all the elements have same the size. 
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Figure III.8 Overview of the architecture of the scalable array system. 

 

Figure III.9 Structure of the complete scalable array, with the input hardwired multiplexers (blue), the 
output selector (green), the different PEs (yellow), and the needed corner element (orange). 
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All those reconfigurable blocks that have to be designed to be placed in different 
places, and with compatibilities in the sizes and interconnections, emphasize the 
need of a proper design flow, and a tool to support all the requirements in size, 
routing and placement. The DREAMS tool provides this support. 
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IV. DEVELOPMENT OF THE SYSTEM 

IV.1 Implementation of the scalable EH system 

Along this chapter, all the process concerning the development of the system is 
presented. First, the implementation of the architecture, regarding both 
reconfigurable modules and static part, is shown. Next, the software that controls the 
system, i.e., the evolutionary algorithm, is detailed. Some improvements of this 
system, in an attempt to increase the frequency of operation are explained 
afterwards. Finally, two works related with the scalable evolvable hardware system 
are shown: a system with LUT-based processing elements; and a new version of the 
demonstrator previously developed by researcher of the reconfigurable computing 
group of the CEI is depicted. 

IV.2 Architecture of the scalable array system 

Along this section, the implementation of the different components of the system 
explained in the previous chapter is detailed, starting with the reconfigurable 
modules, and showing the static part in the last section. The device used in this 
project is a medium size Xilinx Virtex 5 FPGA. 

IV.2.1 Reconfigurable blocks 

One of the requirements of the DREAMS tool to be able to process an HDL file or 
a netlist is to follow a naming convention with the ports involved in a Virtual Border. 
This naming policy is the following: 

 It has to include the string “_Reconfig_” as part of the name, to distinguish it 
from a non-reconfigurable port, as well as “_DataIn_” or “_DataOut_”, 
depending on the direction of the port. 

 It has to include the name of the destination Virtual Region. 

 It has to include the side (“_N_”, “_E_”, “_W_”, or “_S_”) where the net 
leaves the Virtual Region. 
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 The rest of the name can be anyone, so it can be identified by the designer. 

With this policy, the tool automatically recognizes the nets and applies the VB to 
them. As it can be seen, the HLD designing process and the use of the DREAMS tool 
are not independent, and the design must be oriented to the usage of the tool. 

IV.2.1.1 Smaller processing elements 

As it was mentioned in section III.2.1, in order to have a scalable system able to 
grow in the size of the array up to large arrays, the PEs must be as small as possible, 
so more of them can be placed in the same area. The PEs composing the initial non-
scalable system were extremely large, occupying an area of 2 columns of CLB x 1 
clock region height (using a total of 40 CLBs), and after several modifications in the 
placement of the logic resources, they were reduced to just 2 columns of CLBs by one 
fourth of the clock region (using a total of 5 CLBs), as can be seen in Figure IV.1. 

                          

Figure IV.1 Evolution of the PEs from the first system (left), to the multiple array system (right), with a 
big reduction in area. The bus macros are highlighted in yellow. 

But the limitation in size due to the fact that the bus macros require two columns 
of CLBs to be implemented made impossible having an array bigger than 4x4, even 
without considering the extra room needed for the input multiplexers and the output 
selector. For that reason, getting rid of the bus macros was a must to achieve the 
scalability. 
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By using the VBs approach, all the input and output nets are routed according to 
the VBs of every position (east/west borders and north/south) so they are disposed 
in all the PEs in the same positions. These VBs are stored in external files to be used 
in the corresponding multiplexers and the output selector blocks. 

The new elements are shown in Figure IV.2, without bus macros. The minimum 
size obtained is just 1 column of CLBs by 5 CLBs height, reducing a 50% the size of 
the previous elements. As can be observed in the figure, the net density is quite big, 
and going to smaller PEs has been proven to cause a lot of routing problems, to be 
tackled by the DREAMS tool. 

 

Figure IV.2 Final PE created with the DREAMS tool, without bus macros. 

Additionally, two main problems appear because of using elements so small. 

The first one is related with the reconfiguration process. The reconfiguration 
process is done in units called frames. A frame is therefore the minimal 
reconfiguration unit to be modified in each operation. In Figure IV.3 it is represented 
how the FPGA resources are mapped to bitstream positions for a Virtex 5. One 
column of CLBs in one row (or clock region) corresponds to 36 frames of the 
bitstream file, each of them composed by 41 words of 32 bits. As the PEs proposed 
for the non-scalable array spanned one clock region in height, there were no 
problems when writing the bitstream in the configuration memory: the 
reconfiguration engine only had to write the corresponding frames of the partial 
bitstream of the PE, which in turn had to be properly extracted from the complete 
bitstream. But using PEs with a height which is lower than the minimal 
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reconfiguration unit implies reading the content of the column to be changed first. 
This information is stored in an intermediate FIFO placed within the reconfiguration 
engine, from where it is used to compose the final bitstream, by merging it with the 
information corresponding to the new module. For this reason, using elements sized 
one quarter of the height of a row means spending two times the original time (both 
reading and writing last almost the same time). 

Even worst is the fact that the reconfiguration engine cannot work overclocked at 
200 MHz because of the read operation, and the frequency of reconfiguration had to 
be reduced to 100 MHz. As a result, although the area used for every PE has been 
reduced to a 12.5% of the original one, the reconfiguration time is 4 times the original 
one, implying an increase of the evolution time and making the overall training stage 
around 2.4 times slower. 

 

Figure IV.3 Structure of the configuration memory of the FPGA. 

The second problem is caused by the non-regularity of the FPGA in the 
arrangement of the columns of CLBs. In the case of the columns of CLBs, there are 
two different types of columns: L-L type and M-L type. M and L refer to the kind of 
slice the CLB uses. Each CLB has two slices, and they can be either both L or one L 
and one M, if the slice includes extra logic and memory. The distribution of the CLBs 
inside one column is homogeneous (the 20 CLBs of the same column are all the same 
type), but the distribution of columns is not homogeneous, alternating both types. 
Unfortunately, the bitstream of a slice type M is not the same as the one of a slice L, 
not even without using the extra resources. As the previous PEs utilized two 
columns, there was regularity and the only consideration was to start the 
reconfigurable area in the correct type of column. But now, as their width is only one 
column, two different bitstreams must be generated for the same PE: one for the M-L 
column and one for the L-L. Both are created with the DREAMS tool automatically, 
but this increases the memory footprint of the reconfigurable elements, requiring 
two times more blocks to store in memory. 
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IV.2.1.2 Input hardwired multiplexers 

According to section III.2.2, the hardwired multiplexers include some registers in 
order to reduce the amount of nets that have to be place in it. Also, the horizontal 
multiplexers, apart from feeding the first row of PEs are also used to route back the 
output pixel, so they have 8 extra crossing nets. The only requirements for the design 
of these modules are the compatibility with the PEs in the Virtual Borders and in 
dimensions. The same considerations as when designing the PEs have to be taken 
into account, regarding the distribution of the CLB columns. An example of both 
types of input multiplexers can be seen in Figure IV.4. 

                 

Figure IV.4 Horizontal (left) and vertical (right) input hardwired multiplexers. 

IV.2.1.3 Output selector and corner block 

The three different blocks created to implement the output selector described in 
section III.2.3 are shown in Figure IV.5. Again the type of column of CLBs has to be 
taken into account, and the elements must be compatible with the dimensions of the 
other ones. 
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Figure IV.5 Output selector blocks: the block that selects the output and routs it upwards (left), the 
block that passes the output (middle), and the block that communicates with the horizontal mux (right). 

Regarding the corner block, it has three inputs and one output that communicate 
with the static part, and it routes the three input pixels to the vertical and horizontal 
muxes, and receives the output pixel to deliver it to the evaluation unit in the ACB. 
The implementation of this block is shown in Figure IV.6. It can be observed how 
this block has a big net density in it, even being the largest block due to the required 
compatibility in dimensions with the multiplexers. 

 

Figure IV.6 Corner block that acts as the interface between the static part and the array. 
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Taking into account the 16 different types of PEs, the 18 types of input 
multiplexer (9 horizontal and 9 vertical), the three blocks the output selector is made 
up of, and the output selector, there are a total number of 38 different types of 
reconfigurable elements. Considering also the M-L and L-L types of column, it makes 
a total number of 76 different reconfigurable blocks, having now 4.75 times more 
memory footprint that with the non-scalable systems (which only had 16 blocks). But 
thanks to the relocation of the modules, this number is independent on the size of the 
array. If there were no relocation capabilities, the number of elements would be 16 
per every PE position plus 9 per every multiplexer, plus all the elements of the 
output selector in every of the possible outputs, resulting in more than 100 elements 
just in the case of a 2x2 array. Regarding the area occupied by the scalable evolvable 
processing array, it will be analyzed in the next chapter together with the rest of the 
results. 

IV.2.2 Static part of the system 

In the static part of the system, just one GCB and one ACB are included, to 
implement one scalable array. The usage of multiple scalable arrays is out of the 
scope of the current project, and it will be studied in the future. 

The ACB needs to be slightly changed to meet the new requirements of the 
system. As now the array can be larger, the latency will be higher. In the case of a 4x4 
array, the maximum latency of the processing stage is 7, but in the case of a 7x7 array 
this latency is 13, almost two times the previous. This implies having to add extra 
logic in order for the system to be able to have the different images all synchronized, 
which increases the resource utilization. 

A different window generator is used, as the new input multiplexers include part 
of the logic of the former generator, so this block is simplified in the ACB. However, 
the FIFOs are still needed, so the amount of resources saved is low. This window 
generator only creates pixels 0, 1 and 2, so there is a latency of the width of the image 
(128 in this case) + 1 until the window is available to start filtering the image (it has 
to slide all over the first row and 1 pixel of the second row to have the first pixel of 
the image as pixel 4). 

The static part of the design is also modified with the DREAMS tool, as the border 
limiting with the array needs to be compatible with the corner block. Also, the 
reconfigurable area needs to be freed from any net that comes into it, and this is also 
done with the tool. Figure IV.7 shows a detail of the reconfigurable area before and 
after using the tool. It can be seen how some nets have to be re-routed outside the 
reconfigurable area, and how the tool creates the virtual borders to connect with the 
corner block, and propagates the clock resources so every module has a clock line 
available. 
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Due to timing errors, the frequency of the ACB had to be reduced to 100 MHz. 
This also affected the array, and its frequency was reduced to 100 MHz too, since 
having different frequencies between the peripheral and the array would lead to 
misbehaviors in the functionality of the circuit. This could be solved with an 
intermediate FIFO that allowed the synchronization of both parts having different 
frequencies, but this is part of the future work of this project. 

Again as in the case of the reconfigurable blocks, the naming convention of the 
tool must be followed when naming the signals that communicate with the array. 

 

Figure IV.7 Static design before (left) and after (right) the DREAMS tool. The red area corresponds to 
the clock resources generated. The green areas are the routing of the nets prepared for the corner block. 

IV.3 Scalable evolutionary algorithm: a first approach 

Until now, only the hardware part of the system has been explained. In this 
section, the proposed evolutionary algorithm, running in software on the embedded 
microprocessor, is detailed. 



Development of the system 53 

 Dynamically scalable evolvable hardware processing array 

IV.3.1 Scalable evolutionary algorithm 

In section I.3.2, a general description of an evolutionary algorithm was shown. 
The details of the EA used by the non-scalable system with a 4x4 array are explained 
now: 

 The genotype is encoded by an array of 25 integers (genes), corresponding to 
16 for the configuration of each PE (4x4), 8 for the input multiplexers (4+4), 
and 1 for the output selector. 

 In the case of the PEs, the gene can have a value going from 0 to 15. The genes 
corresponding to the input muxes can take values from 0 to 8, and in the case 
of the output selector it can go from 0 to 3. 

 In the reconfiguration process, only the PEs are reconfigured, and the 
multiplexers and the output selector are changed by writing in a register of 
the peripheral. 

 The EA uses just one parent, and 8 offspring are generated. The best of the 9 
genotypes (including the parent) is chosen to be the next parent, having the 
offspring preference over the parent in case of a tie. This is known as (1+8) 
Evolution Strategy. 

 The only genetic operator used is mutation, with a mutation rate K normally 
fixed to 4. 

 Each evolution starts from a population of 9 random genotypes that are 
evaluated to select the parent from the generation 1. The whole evolution 
lasts until the generation number 100000 is reached. 

Several aspects of this EA had to be modified when the scalable array was 
implemented, such as: 

 The length of the genotype is no longer fixed. 

 All the blocks are reconfigurable. 

 The stopping condition, the fixed number of generations, might be different 
for different sizes. 

To deal with the variable length of the genotype problem, the solution utilized is 
having an oversized structure that contains all the information of the genotype: the 
width, the height, the configuration for vertical and horizontal multiplexers, the 
output selector, the configuration of the PEs, the latency of the array, and also the 
fitness delivered after the evaluation of the configuration. With this structure all the 
information about a candidate solution can be obtained easily. A more elegant 
solution would be having dynamic memory management, with functions such as 
calloc and malloc. This would overcomplicate the whole system to save some 
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bytes of memory, but this is worth in an embedded system, so it is left to be studied 
as future work. This structure is defined as: 

struct sChromosome {         // Max size 8x8 
 unsigned int arr_w;      // Width 
 unsigned int arr_h;      // Height 
 unsigned char conf[64];  // element configuration 
 unsigned char mux_h[8];  // horizontal muxes 
 unsigned char mux_v[8];  // vertical muxes 
 unsigned int sel_output; // output muxes 
 unsigned int lat;        // latency of the array 
 unsigned int fit; 

}; 
 

Dealing with the stopping condition is a harder task, as it is not clear how the 
dimensions extend the evolution time. Some experiments have been carried out to 
set, empirically, the condition of the evolution. These experiments are shown in 
chapter V, and the proposed stopping condition is twofold, depending on the 
dimensions and also on the time while the fitness is not improving. The process is 
stopped if any of the two conditions is met. 

IV.3.2 Development evolution strategy 

To implement the development strategy explained in section II.2.2, the scaling 
process must be done keeping the configuration of the previous genotype, so only 
the new columns and rows are randomly generated. The new elements are added at 
the east and south borders of the array, growing as shown in Figure IV.8. 
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Figure IV.8 Process of scaling the array, adding the new elements in the borders of the south and east. 

If this strategy were directly applied, the new configuration would be based on 
the previous one, but the functionality of the array would be really different and no 
advantage would be obtained compared with the random generation of the initial 
genotype for the new size. This problem is because if a random element is placed 
between the previous output and the new one, it will probably cause changes in the 
functionality. To avoid this problem, the new elements added must be bypass 
elements, as shown in Figure IV.9, and the output selector must be kept in the same 
position. 

 

Figure IV.9 Array scaling from 4x4 to 7x7. The new elements (orange) are generated randomly, with 
the exception of the ones in the same row of the output selector, which are bypass elements (yellow). 
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With this methodology for scaling up the array, the filter behavior remains 
untouched (with the exception of some extra latency), so the evolution is carried out 
reusing the configuration already obtained, as the fitness value of the new filter is the 
same as the old filter. 

This scaling function allows the system to follow a development evolution 
strategy, starting from a small array, evolving it, and then scaling up and repeating 
the process. This allows the EA to explore solutions of the search space which are 
close to the one obtained with the smaller array, and it can be interesting for large 
arrays, where the solution space is too large to be explored randomly. The empirical 
results of this approach are shown in section V.5. 

But the scaling function is not only useful in the case of developmental evolution. 
It can also be used to increase the fault tolerance of the system. Normally when 
dealing with faults, the system re-evolves starting from the configuration at the 
moment. If there are too many faults, the system is unable to keep working. But with 
the scalability, it can grow up, keeping the previous configuration, but having more 
processing capabilities. This can extend the lifetime of the system, as can be seen in 
the experimental results shown in section V.7. 

IV.4 Improvements of the system 

A problem derived from the usage of the DREAMS tool is that timing constraints 
might not be met when manually routing nets. In Figure IV.7 it can be observed how 
the nets going from the static part to the virtual border are much longer than in the 
original design generated by Xilinx. Virtual borders themselves do not introduce any 
extra delay, but the enlargement of the net makes the delay of the path to be higher, 
and the frequency of operation has to be reduced. To minimize this problem, the 
static design must be placed as close to the reconfigurable region as possible. 
However, there may appear routing conflicts when trying to re-route out nets 
crossing the reconfigurable region. 

Also concerning timing errors, some of the generated paths, as the output path, 
are combinational paths too long, meaning big delays, and since this path depends 
on the size the array, it means a variable delay. This problem is easier to be solved, 
by introducing pipelining register at different points of the path: the corner block, 
and the two ends of the output selector. This adds 3 extra clock cycles of latency, but 
allows the system to work at higher frequencies. 

In order to be able to operate the peripheral again at 200 MHz, some 
modifications were done in the ACB. Large combinational paths were segmented, 
introducing extra registers in the circuit, and according to the timing reports 
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provided by Xilinx’s tools, the maximum frequency of the resulting peripheral is 
higher than 250 MHz, with some of the blocks working at frequencies over 400 MHz. 
Together with the segmentation of the blocks, some attributes ([45]) where included 
in the vhdl code, to force the synthesis and place & route processes to meet the 
frequency requirements. 

IV.5 System with LUT-based PEs 

As mentioned in chapter II when analyzing the state of the art, the main 
disadvantage of DPR-based systems is the time spent during the reconfiguration 
process. VRC provide the fastest reconfiguration times, but have a huge area 
overhead, so it would be impossible to have a scalable system with this approach. 
But there is another manner of implementing a reconfigurable system based on DPR 
but with lower reconfiguration time: systems with LUT-based PEs. While saving 
time, the main disadvantage of this type of systems is the reduced flexibility, because 
the use of resources is more restricted, and also fixing the number of LUTs used 
limits the complexity of the functionality implemented. 

A new evolvable hardware system with a systolic array of PEs, in which only the 
equations of the LUTs have to be changed, has been created by the research group 
who has developed the previously described system, along with professor Dobai 
from the group of professor Sekanina. 

This system presents the same architecture as the scalable array system, but now 
the processing elements have the architecture shown in Figure IV.10.  
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Figure IV.10 Structure of the LUT-based PE. 

This structure is valid for the Virtex 5 FPGA in which the system is being 
implemented. In this device, each CLB has inside the two aforementioned slices and 
a switch matrix, in which all the interconnections are defined. Every slice has inside 4 
LUTs with 6 inputs each, so according to this architecture, every PE occupies 2 
columns of CLBs width x 2 CLBs height. This means the possibility of implementing 
10 rows of the systolic array in the same clock region. The necessity of two CLB 
columns is because with just 8 LUTs the 16 functionalities shown in Table II.1 cannot 
be implemented. 

Regarding the reconfiguration process, the composition of the bitstream for any 
CLB column is: 

 Each column consists of 36 frames of 41 32-bit words, as aforementioned. 

 According to [46], the first 26 frames (frames 0 to 25) configure the 
interconnections of the CLB, i.e., the switch matrix. 

 The 10 remaining frames correspond to the logic inside the slices, being 4 
frames for the equations of the LUTs. These are the frames to be reconfigured, 
from 26 to 29 (for one slice), and from 32 to 35 (for the other slice). 

The usage of LUT-based PEs, with a static routing configuration, means that only 
8 out of 36 frames have to reconfigured, which saves the 77.8% of the reconfiguration 
time. For being able to do this, a new reconfiguration engine has been developed, in 
charge of changing just these frames, leaving the rest untouched. 

As every element uses 2x2 CLBs, a 10x4 array has been implemented, spanning 10 
PEs in height (one clock region) and 4 PE columns. As can be seen in the architecture 
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of the PEs, the critical path of each one is 2 LUTs and the Carry Logic, so they can 
work at high frequencies, over 300 MHz, which would lead to high evaluation 
speeds if the ACB could work at that frequency. 

IV.5.1 New reconfiguration engine: LUT-HWICAP 

In order to reconfigure just the frames corresponding to the LUTs, a new 
reconfiguration engine has been developed. This new reconfiguration engine, named 
LUT-HWICAP, is optimized to perform specifically this process, so it is able to work 
at extremely high frequencies, higher than 300 MHz. This means the fastest 
reconfiguration times reported for the reconfiguration of LUT equations with 
relocation capabilities. 

The architecture of the peripheral is the shown in Figure IV.11. 

 

Figure IV.11 Architecture of the LUT-HWICAP. 

As can be seen, there is a FIFO in which the sequence of PEs of the column to be 
reconfigured is written. This is a dual-port dual-clock FIFO, and lets the peripheral 
operate at two different frequencies, at 100 MHz in the reception of commands from 
the microprocessor, and at 300 MHz in the reconfiguration stage. 

This FIFO is read by the control block, which requests the equations of the different 
PEs to the bitmem block, and also generates all the different addresses and commands 
to communicate with the ICAP internal port, to perform the writing processes. 

The bitmem block is the equation generator, which is in charge of sending the 
words to be written to the configuration memory corresponding with the equations 
of the requested functionalities. It has stored inside the corresponding frames of the 
bitstream for every functionality, and when it receives what PEs are going to be 
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reconfigured, it composes the appropriate frames, sending word by word all the 
corresponding data. 

This stream of words is merged with the generated addresses and both are sent to 
the ICAP, with the commands. Also a busy signal is set to ‘1’ to inform the 
microprocessor that the system is being reconfigured. 

As has been explained, the LUT-HWICAP performs the reconfiguration of a 
whole CLB column at once, writing the 10 PEs configurations and thus saving the 
time of the readback. This means that the reconfiguration process is even faster than 
the one performed by the Enhanced HWICAP, not only because of the higher 
operation frequency, but also due to the efficiency of the process. A maximum 
number of 4 reconfigurations per candidate evaluation are done, while in the case of 
the Enhanced HWICAP the number of reconfigurations was always equal to the 
number of PEs changed (i.e., if 3 PEs are changed in the same column, 3 
reconfigurations were carried out, while with the LUT-HWICAP only one column is 
written). However, since this peripheral is able to change just the LUTs, the other 
reconfiguration engine is also needed, to reconfigure the rest of the PE, something 
important during the scaling operation, and perform a readback of the 
reconfiguration memory if needed. 

IV.5.2 Modifications in the Enhanced HWICAP 

The Virtex 5 LX110T has two ICAP ports in it, so two reconfiguration engines can 
be implemented in the same device. But there are two limitations: 

 Only one ICAP port can be used at a time. 

 To change to the other ICAP port, some specific commands have to be sent to 
the active ICAP at the moment. 

The LUT-HWICAP has been designed keeping in mind these considerations. 
However, the original Enhanced HWICAP does not allow the switching to the other 
ICAP port, as this option was never considered. 

This peripheral has several unused internal registers, saved to be used if new 
requirements appear, so one of these registers is used for the switching task. As 
explained in [46], to switch from one ICAP port to another, there is a sequence of 
commands to be sent, with which a ‘1’ or a ‘0’ is written in the CRL0 (control register 
0) of the ICAP. This bit determines which of the two ICAP ports is enabled, the top 
ICAP port or the bottom ICAP port. To do this task, the next sequence of commands 
has to be sent: 

 x"FFFFFFFF", x"AA995566", x"20000000", to synchronize the ICAP. 
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 x"3000C001", x"40000000", to write a mask in CTL0, just to modify the 
value of the ICAP_SELECT bit. 

  x"3000C001", and x"00000000” or x"40000000”, to write in CTL0 the 
ICAP_SELECT bit, depending on which ICAP is going to be enabled. 

 x"30008001", x"0000000D", to desynchronize the ICAP 

 x"20000000", x"20000000", x"20000000", x"20000000", x"20000000", 
x"20000000", x"20000000", to wait for the ICAP to be desynchronized. 

This sequence is sent by the Enhanced HWICAP to the ICAP when the internal 
register of the peripheral is written by the MicroBlaze, and after all this process the 
other ICAP is enabled. To be sure that the change has been successfully made, a 
control signal is being read from the microprocessor. 

This new feature does not interfere with the normal behavior of the 
reconfiguration engine, and it waits until any read or write process being done by 
the ICAP finishes. 

IV.5.3 Scalability in the LUT-based PE system 

To make this system scalable, the same considerations and solutions as in the 
scalable array system are taken: hardwired input multiplexers, reconfigurable output 
selector, and corner block to distribute the data and retrieve the result. 

The scaling in the number of PEs is a two-step process, in which first the 
Enhanced HWICAP is enabled to reconfigure the structure of the new PEs; after this, 
the LUT-HWICAP is enabled and sets the equations of every PE. The Enhanced 
HWICAP is only used when growing up or down, and when changing either one of 
the multiplexers or one of the blocks of the output selector, so normally the LUT-
HWICAP is used, getting faster adaptation stages. 

The structure of the PEs is generated by the DREAMS tool, with the VB approach, 
but in this case only one block is generated, as the structure is going to be the same 
for all the functionalities. Also as each PE occupies 2 columns of CLBs, there is no 
need for L-L or M-L block types. 

Nevertheless, as the elements are only 2 CLBs height, there is a problem with the 
vertical multiplexers. For this reason, the scalable version of the LUT-based PE 
system has not been implemented yet, and the results of the system with LUT-based 
PE will be provided in future works. 
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IV.6 Real-time demonstration of the system: the DEMO 

The results the evolvable hardware system provides have been statistically 
analyzed in different publications and works. But in order to have a better 
visualization of the behavior of the system, and also to test it in a real scenario, a 
demonstrator was created and first presented in [47]. Several modifications have 
been done to it in order to incorporate the improvements of the system, such as the 
noisy reference image mode, and the scalability of the array. The development of the 
original demonstrator, and the introduction of the two-noisy images approach was 
carried out by researcher Mora. 

This demonstrator is a visual interactive version of the evolvable hardware 
architecture. It is built just using an FPGA, the Virtex 5 XUPV5 LX110T where the 
evolvable system is implemented; a keyboard in order to send commands to the 
system and interact with it; a monitor, to display the results and some useful 
information; and a camera, with which real time images are obtained, so the system 
can be used in actual and changing conditions. No external PC is used at all. 

Figure IV.12 shows a screenshot of the monitor during the evolution stage of the 
system. 

The elements displayed in it are: 

 The input image (the image on the left) with the level of noise written just 
below it (20 in the image); the reference image (image on the right); and the 
output result image (image in the center) with the fitness value written below 
it. 

 A representation of the systolic array, with all the PEs in each position of the 
array, the input multiplexers and the output selector. 

 A chart recording the series of the fitness values along the whole process. 

 The main parameters of the system, such as the mutation rate K, the latency 
of the array, together with numerical information about the number of 
generations, evaluations, and reconfigurations from the beginning of the 
process to that moment. 
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Figure IV.12 Screenshot of the demonstrator, with the scalable array implemented. 

The FPGA is connected to the monitor through the DVI output of the XUPV5 
board, and the XPS_TFT IP core provided by Xilinx is implemented in the system to 
control it, simplifying the painting of the screen to just writing the values of the pixel 
in a memory region of the DDR2 RAM memory, where the monitor controller is 
mapped. To facilitate the displaying process, a library of software functions was 
developed to control and paint the screen from the MicroBlaze. 

To show how the system works at real time and with actual images,it has been 
enhanced with a camera  which is able to operate at rates over 30 frames per second. 
There is also a noise generator in charge of introducing the desired type and level of 
noise to the input image before it is stored in the memory. The different types are: 
salt & pepper, impulse, burst, and additive. The levels are 0% (clean image), 1%, 2%, 
5%, 10%, 20%, 33%, and 50%. 

In order to be interactive, a PS/2 keyboard is used. The system is continuously 
polling the keyboard output, checking if any key has been pressed. Some of the keys 
are used to perform different actions in the demo, such as: scale up and down in any 
dimension of the array; inject a fault in any position of the array; increase or decrease 
the mutation rate; change the operation mode, from evolution mode to real-time 
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camera mode; take pictures from the camera, used to evolve in the two-noisy 
approach; control the camera, the brightness and contrast, as well as the level and 
type of noise; and other actions related with different features of the system. The 
customized keyboard used is shown in Figure IV.13. 

 

Figure IV.13 Customized keyboard used in the demo. The numeric keypad is used to navigate across the 
different PEs and inject a fault. 

With the demonstrator, the following things can be done: 

 Pause, continue, stop, and re-start the evolution process using the input and 
the reference images displayed in the screen. 

 Increase and decrease the size of the array in any dimension, up to the 
maximum implemented size (7x7). 

 Inject a permanent fault in the array in order to show the fault tolerance 
capabilities. 

 Change the input and reference images to other stored ones, letting thus the 
system to evolve to different tasks, such as salt & pepper noise filtering 
(initial), impulse noise filtering, additive noise filtering, burst noise filtering, 
and edge detection. Also, a noisy reference is provided in all the cases but the 
edge detection, in order to show the evolution with two-noisy images. 

 Show the data front through the array, so all the different PEs that are being 
used are highlighted, as can be seen in Figure IV.14. 

 Set the operation mode in real-time mode, using the images received from the 
camera, and filtering them with the array obtained in the previous evolution 
process, which is stopped when the operation mode is changed. The images 
are filtered in a cascaded way three times, with the same configuration of the 
array, and all the three output images are shown. 
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 Take two consecutive frames of the camera in order to used them as input 
and reference images to perform the evolution. 

 Change the brightness and contrast of the camera, in order to adapt it to 
different environmental conditions, as poor illumination. 

 Change the type and level of noise of the noise generator. 

 Take screen captures of the monitor and stored them in an external memory, 
so they can be later viewed in a computer. 

 

Figure IV.14 Screenshot of the demo showing the trace of the data, highlighting the used PE in blue. 

This demonstrator is extremely useful to obtain, in real time, results of the work 
carried out along the last years, and show them to other people interested on this 
kind of systems, being a more realistic manner of using the system, and an easier 
way to explain its properties. It has been taken to several conferences, including [48], 
[49], DASIP 2013 and ReConFig 2013, with great success in all of them. 
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V. EXPERIMENTAL RESULTS 

V.1 Experimentation plan 

In order to test the system with the scalability of the array, it was fully 
implemented using an XUPV5-LX110T development board. Measurements of the 
resource utilization and the frequencies of operation are shown in the first place. 

Several experiments were carried out, giving quantities of the performance for the 
different sizes, the applicability of the developmental evolution mentioned before, a 
comparison with the multiple array system shown in section V.6, and different 
experiments to get a deeper knowledge of the variation of the parameters of the 
evolutionary algorithm when increasing or decreasing the size, such as the evolution 
stopping condition. Finally, the fault tolerance experimental results are shown. 

In almost all the experiments the input to the filter is the traditionally used Lena 
image, which is shown in Figure V.1, size 128x128 gray-scale pixels, with a 5% of 
“Salt & Pepper” noise, a noise characterized by the appearance of black or white 
pixels replacing some of the original ones. In the cases where this image is not used it 
will be explained which one is the input to the array. With this image, the Median 
filter delivers a fitness value of 89345 of SAE, which is higher than the fitness 
obtained with our filter for any size, with the exception of a 1x1 filter. The 
comparison with the median filter was done in [36], and since the goal of this work is 
the scalability, results are no longer compared with this result, but with the results 
with different sizes. 

                   

Figure V.1 Lena images used in the experiments. 5% of Salt & Pepper noise image (left), and original 
images without noise, used as the reference (right). 
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V.2 Resource utilization and frequencies of operation 

Considering the static part of the system, i.e., without the scalable arrays, the 
resource utilization is summarized in Table V.1. The reconfigurable area has been 
limited to a maximum array size of 7x7 PEs. 

Component Slices Slices Reg LUT LUT RAM BRAM DSP 

Peripheral:       

Global controller 601 1251 1731 8 0 0 

Array controller block 578 1408 1393 128 0 0 

Total peripheral: 
(considering also PLB) 

1231 
(7%) 

2766 
(4%) 

3158 
(4.4%) 

136 
(0.7%) 

0 0 

Images BRAMs 0 0 0 0 16 0 

HWICAP 1619 
(9%) 

2772 
(4%) 

2778 
(3.8%) 

313 
(1.6%) 

10 
(6.7%) 

0 

Rest of the system 2266 5937 4755 140 49 3 

TOTAL: 5116 
(29%) 

11475 
(16%) 

10691 
(15%) 

589  
(3%) 

75 
(50%) 

3 
(4%) 

Table V.1 Resource utilization per component of the system. 

In Figure V.2, a snapshot of the floor-planning of the system is shown, with an 
empty space where the systolic array can grow up and down. Regarding the 
different reconfigurable elements of the array, each one presents a different size 
depending on the type. Thus: 

 The input element, or corner element, that feeds the array and connects the 
static with the dynamic part, utilizes 20 CLBs (2 CLB columns width by 10 
CLBs height). 

 Horizontal muxes, which feed the first row of PEs, employ 10 CLBs (1 CLB 
column width by 10 CLBs height). 

 Vertical multiplexers, which feed the first column of PEs, use 10 CLBs (2 CLB 
columns width by 5 CLBs height). 

 Each of the PEs, and also every block of the output selector, occupies 5 CLBs 
(1 CLB column width by 5 CLBs height). 

With these values, the total number of CLBs occupied by a generic N height by M 
width processing array is given by the next formula: 



Experimental results 69 

 Dynamically scalable evolvable hardware processing array 

                                 

With this formula, the maximum amount of CLBs used by the array is 440 CLBs, 
and that is the area reserved for the reconfigurable part of the circuit. 

 

Figure V.2 Layout of the implemented system, with the reconfigurable area highlighted in white. 

Regarding the frequencies of operation, both parts of the peripheral are running 
at 100 MHz (the static controller and the reconfigurable array). The system is able to 
process 100 megapixels per second, as the systolic implementation processes one 
pixel per clock cycle. The microprocessor and the reconfiguration engine run also at 
100 MHz. 

V.3 Evolution with stalled generations 

Usually evolutions were carried out during a fixed period of time, as the size of 
the array was always 4x4 PEs. But with the introduction of the dynamic scalability, 
the stopping condition must be also dynamically selected, because the larger the 
array, the larger the genotype, and the longer the time needed to find a solution in 
the search space. In order to set an average number of generations to stop the 
evolution when reached, the next experiment was performed: the evolution was 
stopped when the fitness got stalled (i.e., the fitness showed no improvement) 
during several consecutive generations. 

In order to check how the number of generations stalled affected the results and 
the time, the same experiment was executed with the criterion of 50000 generations 
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and 25000 generations. Figure V.3 represents the distribution of the results obtained 
performing the experiment 100 independent times for every possible square array, 
with 25000 and 50000 stalled generations respectively. 

 

 

Figure V.3 Average number of generations needed to evolve a square array, from 1x1 to 7x7, until the 
fitness does not change during 25000 consecutive generations (up), and 50000 consecutive generations 

(down). 
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It can be seen how large arrays need more number of generations, and how if the 
stalled criterion is increased (more number of consecutive generations are allowed), 
the time grows for the largest arrays. Another fact is that the larger the array, the 
higher the dispersion of the results. 

In order to select which number of consecutive stalled generations is better, 
Figure V.4 shows a fitness comparison between the 7x7 array stopped with the 25000 
criterion and the 7x7 array stopped with the 50000 criterion. The fitness represented 
are the ones obtained at the average generation with each criterion, that is generation 
75000 for the 25000 criterion and 150000 for the 50000 criterion. 

 

Figure V.4 Fitness comparison between both criterion, each of one in the stop generation obtained with 
the experiment with the 25000 non-changing generations condition (75000 generations), and with the 

50000 one (150000 generations). 

In the figure it can be seen how the performance improvement is not worth 
enough to spend double the time in comparison with the 25000 criterion. For that 
reason, the condition of 25000 non-changing generations is one of the new dynamic 
stopping criteria. The other one is a heuristic based on the results obtained, and it is 
the following equation: 

                   

Being N and M the dimensions of the array. The twofold stopping condition is 
used in all the following experiments. 
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V.4 Evolutions with different sizes of the array 

With the stopping criteria established, the next experiment was done to check the 
performance improvements obtained due to the scalability. Having larger arrays 
means having more processing capabilities, and Figure V.5 shows the average fitness 
obtained with 50 independent evolutions for each array size, which means 2450 
evolutions in total. Every evolution was carried out starting from a random 
genotype, and evolving until any of the stopping conditions is met. 

 

Figure V.5 Tridimensional surface constituted with the average fitness of 50 independent evolutions 
with every possible array size. 

The results show how scaling up in height, width, or both, produces always an 
improvement in the performance of the system. Also, it can be observed how one-
dimensional arrays (1xN or Nx1) do not provide much improvement, and how the 
2x3 and 3x2 arrays provide better fitness values than a 6x1 or 1x6, having the same 
amount of processing elements. That is probably because, since all the elements are 
in a line, there is only one propagation path, limiting thus the complexity in the 
processing. 

Table V.2 shows the average quantity of SAE for every size, complementing the 3-
D surface. It can be seen how any square array has better performance than the rest 
of the arrays with lower sizes, most likely because the same path-availability reason. 
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1 2 3 4 5 6 7 

1 104115 75441 67006,34 65923,72 65344,74 61516,18 58673,32 

2 75441 67299,54 46524,58 38029,42 38453,26 42756,88 40396,12 

3 67628,48 49305,32 33970,1 30635,36 26434,34 31638,2 31412,12 

4 66281,52 39450,44 29200,72 23952,54 24076,88 20167,26 22367 

5 65874,48 38461,06 28233,3 21663,5 19749 18612,18 16873,16 

6 63940,48 38181,22 28292,26 21852,04 19255,4 17883,42 16697,1 

7 63886,92 38481,2 26789,8 22871,34 16734,7 15246,96 14640,36 

Table V.2 Average fitness for every array size, for different heights (vertical) and widths (horizontal). 

The best fitness value obtained with every square size is shown in Figure V.6, 
together with the output image obtained. The case of the 1x1 array produces always 
the same result, 104115 SAE, and the reason is that the best the system can do with 
just one PE is making a bypass filter of the input image, so the result corresponds 
exactly with the noisy image. With the largest arrays, the best configurations 
obtained deliver results so close to the original image than almost no differences can 
be detected between them. 

Original: 0 1x1: 104115 2x2: 65382 3x3: 25202 

       
 

4x4: 9544 5x5: 7518 6x6: 7043 7x7: 5932 

       

Figure V.6 Output image with the best filter configuration obtained for every square array and the 
original image, each one together with the fitness value (in the case of the original image, its fitness 

value is 0). 
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The same experiment was performed with input images with the same type but 
higher levels of noise, 15% and 30%, corresponding to the images shown in Figure 
V.7. 

                   

Figure V.7 Lena image with 15% of Salt & Pepper noise (left), and with 30% (right). 

With these harder conditions, the system performs in an analogous manner, and 
the surfaces represented in Figure V.8 and Figure V.9 show the similarities with the 
5% one. 

 

Figure V.8 Tridimensional surface constituted with the average fitness of 50 independent evolutions 
with every possible array size, with an input noise of 15%. 

The SAE value for the 15% image is 299859, and for the 30% image is 595751. The 
best result obtained with a 7x7 array, in the case of the 15% noisy image, is 25782 
(and the average fitness is 51256), and in the case of the 30% image, the best one is 
65527 (and the average is 132877). 
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Figure V.9 Tridimensional surface constituted with the average fitness of 50 independent evolutions 
with every possible array size, with an input noise of 30%. 

In view of these results, a 30% of noise input image could be processed in a 
multiple stage filter of scalable arrays, and a result with values lower than 15000 of 
SAE might be obtained. 

V.5 Development or sequential evolution of the system 

This experiment was performed to test the development evolution strategy 
explained in section IV.3.2. To do that, a large array is evolved sequentially starting 
from a 1x1, and scaling it up until the desired size is reached. This is done in order to 
guide the evolutionary algorithm in the largest sizes, where the genotype and the 
search space are larger. This strategy is compared with the traditional approach in 
Figure V.10, in which every evolution for every size starts from a random genotype, 
instead of reusing the genotype of the previous size. Each evolution process is 
repeated 50 times, in order to get statistical results. 
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Figure V.10 Traditional vs. sequential evolution. Average fitness values for 50 independent evolutions. 

As can be observed, smaller arrays obtain better results starting from a random 
genotype rather than using the previously obtained information. Also if evolution 
time is considered, the number of accumulated generations grows a lot in a 5x5 
processing array, so it does not make any sense to apply the development strategy in 
these cases. However, with the 6x6 and the 7x7 arrays the results obtained are better 
than with the traditional approach, meaning that the guidance is useful if the search 
space is large enough. 

In order to save time, a proper application of the sequential evolution is 
combined with the traditional approach, so it evolves starting from random 
genotypes in sizes smaller than 6x6, and start developing from a 5x5 to a 6x6 to a 7x7 
array. These results are shown in Figure V.11, where the combination approach is 
shown along with the results previously shown. The figure only represents the 
largest sizes, because the rest are the same as the ones of the traditional evolution. It 
can be seen how the combined approach and the sequential evolution are almost 
parallel lines, as it would be expected. With this combination, the final results are 
better than with any other strategy. Besides, the time used to evolve a 7x7 array is 
much lower, because it just accumulates the evolution times of the 5x5, the 6x6 and 
the 7x7. 
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Figure V.11 Comparison between the traditional evolution, the sequential evolution, and the 
combination of both methods. 

V.6 Comparison between the scalable system and the 
multiple array system 

Just one of the obtained results with the multiple array system is shown, more 
specifically the improvement of the performance due to having multiple arrays in 
cascaded, and it will be compared afterwards with the improvement of the 
performance due to having a larger than 4x4 array. 

Due to the adaptivity of the system, in a collaborative cascaded arrangement if 
the arrays are trained properly, each filter is adapted to process the output of the 
previous one, getting better results than using the same configuration in all the 
stages. This was proven by comparing both results with different manners of 
evolving the cascaded filter, as can be seen in Figure V.12. 
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Figure V.12 Comparison between the results of the cascaded mode. 

As can be seen, using the same configuration in every stage yields a result 
improvement in the second stage, but the third one gets a worse result. But by 
having a configuration in each array adapted to the output of the previous one, 
improvements are obtained in all the stages, as well as in the result. 

In Figure V.13 those results are compared with the results of the scalable 
approach, and it can be seen how the improvement obtained is much higher than 
with the multiple array method. 

 

Figure V.13 Comparison between the average fitness obtained with multiple arrays (stages 1, 2, and 3), 
and the average fitness obtained with scalable arrays, representing just form the 4x4 to the 7x7 array. 
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In this figure similar systems are compared in terms of processing capabilities. 
Having just one stage of the multiple array system is exactly the same as having a 
4x4 array, and having 3 stages means 3 times 4x4 = 48 PEs, almost the same as in the 
case of a 7x7 array, which uses 49 PEs. But the performance in the case of the scalable 
array is much better than in the case of the three stages system. 

Considering the area used, it is also worthy to implement the scalable array 
solution, as every stage needs its own controller block, and that means more 
resources used in the static part. And also the global latency of the filter is better in 
the case of a 7x7 array, because in the multiple array system every stage has to wait 
until the previous one has filtered two rows of the image, in order for the sliding 
window to be formed. But on the other hand, evolving three 4x4 arrays consumes 
less time than evolving the 7x7 array with the development strategy aforementioned. 
Using the stopping condition established by the heuristic explained before, the 
maximum time needed by a 4x4 array would be                   
generations, so in the case of a three stage system that would be                
generations; but in the case of the scalable array, the accumulated number of 
generations would be                                     

       , meaning a 50% more. In conclusion, considering just the processing 
capabilities, there is a trade-off between the performance and the time, having better 
performance in higher times, or lower performance in lower times. 

V.7 Improvement of the fault tolerance 

Another advantage of implementing dynamic scalability in this system is that it 
can enhance the fault tolerance by adding extra processing capabilities to the system 
if the number of accumulated faults is too high. This experiment is performed in 
order to verify this statement, and it consists of the following steps: 

 The system is initially evolved, with a size 4x4, and an initial fitness value is 
obtained and stored as a reference value. 

 After the evolution, a permanent fault is injected. 

 In order to cope with this fault, a new evolution is launched. 

 After the evolution has finished, the fitness value obtained is compared with 
a threshold based on the initial fitness value. 

o If it is above it, the system is scaled up in one dimension (first in 
width, next in height) developing the previous genotype and another 
evolution with the new size is launched. 
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o If it is below it, the system is considered to be healed, and another 
permanent fault is injected, accumulating to the already existing 
ones. The whole process is repeated. 

 Once the system reaches the size 7x7, it cannot grow up, so the process stops, 
considering that the system is broken and it cannot be healed any longer. 

This process is seen in Figure V.14, where there are marks indicating the injection 
of a fault, the scaling of the array, and the threshold. In this experiment, faults are 
modeled as damaged PEs that produce random values at the outputs. This is not a 
very realistic modeling, as a fault might just damage a flip-flop, or some bits of the 
configuration memory, not destroying the whole PE but just a part of the logic 
(maybe one of the outputs could be correct and in the other one just one bit was 
incorrect), but it is a more conservative analysis of the fault tolerance. 

Also, though a fault normally means a worsening of the performance of the 
system, this is not always true, and in some cases a fault may not have impact 
because the PE was not being used in the processing path, or it can have a minimal 
effect that affects just to some marginal subset of the pixels, leaving the rest 
unaffected, and it does not need to be healed. In this experiment, a fault is always 
followed by an evolution stage, but in a more realistic scenario, some monitoring of 
the different parameters of the system is needed to launch the evolution stage, such 
as having a second threshold to determine if a re-evolution is required or not. Again, 
the approach taken with this consideration is more conservative, so real numbers of 
accumulated faults would be higher than the ones presented in this section. 

 

Figure V.14 Example of evolution with fault recovery mechanism via scaling the array. The blue line 
represents the fitness value in every generation; horizontal dark green line represents the initial fitness 
value, and the light green line represents the threshold; vertical red lines represent the appearance of a 

fault; blue vertical lines represent scaling of the system. 
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In order to check the impact of the threshold, two cases are considered: 
establishing the threshold at 2x the initial fitness value, or at 1.5x the initial fitness 
value. With both cases, Table V.3 summarizes the data obtained with the experiment, 
showing the average number of faults healed for every size, and the maximum 
obtained in the best case. The experiment was repeated 100 times. 

 Threshold at 2x Threshold at 1.5x 

Size Average Best case Average Best case 

4x4 2 12 1 6 

4x5 3 13 2 6 

5x5 4 15 3 8 

5x6 6 24 4 11 

6x6 6 24 5 12 

6x7 10 27 6 17 

7x7 12 42 8 20 

Table V.3 Summary of the number of faults a determined array size can cope with, in average and in the 
best case, for the two aforementioned thresholds. 

In the table, each of the values represents the number of faults that can be healed 
without scaling, so for instance if the number is 3 means that, with that size, the 
array can endure 3 faults, being the fourth fault the one that forces the array to grow 
up in order to recover the functionality. To have a better statistical view, Figure V.15 
shows the box plot for every size. 
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Figure V.15 Box plot of the accumulated faults for every size, with the threshold at two times the initial 
fitness value (left), and at 1.5 times the initial fitness value (right). 

In view of these results, it can be said that the fault tolerance of the system is 
improved in more than a 600% in average, extending the lifetime of the system 
around 6 times, and in the best cases being able to survive 42 accumulated faults. 
The 1.5x threshold has a big impact in the number of faults, reducing by one third 
the number of accumulated ones in the case of the 2x threshold, in average, and by 
half in the best case. It has to be taken into account that the faults are randomly 
placed in any position of the array, so in some cases one of the faults can be place in 
the same position where there was another fault, having no effect. This is a realistic 
model of the environment, since faults can take place in any place of the system. 

This experiment considers the faults as events that continuously occur, one after 
the other, but in a real situation there are some probabilities of a fault to happen. By 
applying them to the maximum number of accumulated faults hat the system can 
heal, a lifetime of the system can be obtained for a given application and 
environment. 
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VI. CONCLUSIONS AND FUTURE WORK 

VI.1 Conclusions 

In this chapter, the results of the work described in this document are 
summarized, presenting the conclusions of the project. Also the publications 
produced are shown, and some of the possible future works are depicted, observing 
how the work carried out can be improved and used for different purposes. 

VI.1.1 Results of the work 

Within this project, a novel architecture of evolvable hardware has been 
developed. This architecture allows the system to scale in two different manners: in 
the number of processing arrays, and in the size of every array. Though they have 
not been implemented both at the same time, with the support of the DREAMS tool a 
system that lets the use of both scalabilities will be created in the immediate future, 
and for a different application, so new measurements of the features provided by the 
DREAMS tool may be obtained. 

The main contribution of this work, in comparison to the state of the art of 
evolvable hardware and scalability, is the merging of both approaches into one 
research line: scalable evolvable hardware. This line is almost new, unexplored, and 
just some theoretical approaches have been previously done. With the presented 
architecture, the advantages of having this kind of systems have been stated: bigger 
arrays produce much better results, there is an increment in the fault tolerance of the 
system, and the theoretical approach of the “development of evolvable hardware” 
has been tested. A system with a 7x7 maximum size array has been implemented, 
and with little effort, this maximum size could be increased, up to 10x10 that will 
allow performing highly complex functionalities by using massive processing 
capabilities, never seen before in this type of systems. 

A first approach to a scalable evolutionary algorithm has been made, creating a 
simple one. This EA can be used as a starting point to develop a more complex 
algorithm which takes into account the scalability as another parameter of the 
system. Also, due to the different characteristics of evolving different size arrays, 
such as the evolution time or the optimal mutation rate, some strategies of dynamic 
managing of these parameters have been implemented, or at least tested in an 
experimental manner with the DEMO. 
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The use of the scalable evolvable hardware system together with the two-noisy 
images approach has also been empirically tested, giving qualities beyond the 
envisaged with an extra autonomy and self-adaptability, as it does not need a 
reference image, and there is no need of a model or identification of the type and 
level of noise. 

Finally, a system of LUT-based PEs has been developed, presenting all the 
advantages of DPR-based systems but reducing a lot the reconfiguration time. This 
provides very fast adaptation stages, being the circuit able to evolve in just a few 
seconds. As the combinational path of the PE is very simple, the maximum 
frequency this system presents when filtering is high too, theoretically providing 
over to 200 Mpixels per second. This system is still in the initial stages of 
implementation, because the high complexity of the development of the different 
elements. 

VI.1.2 Publications produced 

The work carried out in this thesis, along with other related work, and the results 
obtained, led to the publication of the following papers: 

 Á. Gallego, J. Mora, A. Otero, E. de la Torre, T. Riesgo; “A Scalable Evolvable 
Hardware Processing Array”, 2013 International Conference on 
ReConFigurable Computing and FPGA (ReConFig ’13), Cancún (Mexico), 
December 2013. 

 J. Mora, Á. Gallego, A. Otero, E. de la Torre, T. Riesgo; “A Noise-Agnostic 
Self-Adaptive Image Processing Applications Based on Evolvable Hardware”, 
Proceedings of the 2013 Conference on Design and Architectures for Signal 
and Image Processing (DASIP 2013), Cagliari (Italy), October 2013. 

 Á. Gallego, J. Mora, A. Otero, R. Salvador, E. de la Torre, T. Riesgo; “A Novel 
FPGA-based Evolvable Hardware System based on Multiple Processing 
Arrays”, Proceedings of the 20th Reconfigurable Architectures Workshop 
(RAW ’13) at 2013 IEEE 27th International Symposium on Parallel and 
Distributed Processing Workshops and PhD Forums (IPDPS), pp. 182-191, 
Boston, MA (USA), May 2013. 

 A. Otero, Á. Gallego, E. de la Torre, T. Riesgo; “Architectural Evaluation of 
Dynamic and Partial Reconfigurable Systems designed with DREAMS Tool”, 
Proceedings of the 2013 SPIE Microtechnologies, VLSI Circuits and Systems 
VI, 2013, (SPIE ’13), vol. 8764, Grenoble (France), April 2013. 

Apart from these, a paper is being written, and it is intended to be sent to the 2014 
FPL conference, being the LUT-based PE system the subject of the paper. A paper for 
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a journal combining both scalabilities and a deeper analysis of the fault tolerance is 
envisioned to be written in the immediate future. 

Also the demonstration of the system was developed, and it has being presented 
in several international conferences. 

VI.2 Future work 

With the culmination of this project, and in view of the results obtained with the 
scalability, new research and work lines are opened, which would lead to future 
PFCs, Master Theses, and PhD Theses. 

On the one hand, the two presented scalabilities will be combined in one single 
system with a variable number of scalable arrays. This will open new opportunities 
to explore the solution space in several different manners. Thus, depending on the 
task (or tasks) to be done, the performance desired, the time available for the system 
to be evolved, and the resources to be spent, strategies of using multiple array 
systems, each of one with its own different size, and with a flexible arrangement 
among them, could be implemented. 

Implementing the system with LUT-based PE combined with the scalability of the 
array is also another approach to be explored. With this architecture, the advantage 
of DPR combined with really fast reconfiguration can lead to a system able to process 
at high speeds, and to be adapted at high speeds too. Applying the development 
strategy to the equations of the LUT is also work to be done, as it can allow the 
system to have not only adapted configurations of the array for a given task, but also 
adapted functionalities of the PE for the given task. 

Usually, when the system is evolving, it is not being used for filtering tasks. As 
the system works at high filtering rates, it would be possible to incorporate an 
interleaving strategy of both mission and training stages, for instance spending some 
time filtering the frames coming from a camera at 30 f.p.s., and the rest of the time 
evolving to obtain a better configuration. This can be done even autonomously, so 
the system continuously looks for a better solution, and, if it detects that the fitness is 
stalled too long, it generates a new genotype and starts a new evolution, evaluating 
more solutions of the search space. This strategy, combined with the two-consecutive 
frames, would lead to a completely autonomous, adaptable, and fault tolerant 
system. 

To cope with the power consumption problem, which is always an issue in the 
design of digital circuits, some approaches have been done by other researches of 
our group. The non-scalable system was implemented in a low power consumption 
device, a Spartan 6 FPGA from Xilinx, and using the measurement of the power 
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consumption a two-objective evolution was carried out, trying to obtain 
configurations of the array that perform with a good fitness value while consuming 
as lower as possible. This two-objective strategy can be extended to more than two 
parameters, and combining it with the scalability would lead to a multi-objective 
optimization, evolving to obtain good fitness values with low power consumption 
and the lowest size that allows achieving the functionality. 

A good improvement in the versatility of the system would be making the 
different blocks of the ACB reconfigurable. In this line, having a reconfigurable 
window generator could improve the results by having larger windows (5x5, 7x7, 
and so on), or even working with image sizes different from 128x128. The evaluation 
unit is another block that would improve the system if it was reconfigurable. For 
instance it could implement more complex functionalities (rather than SAE) or a 
variable number of stages of the latency selector. 

Also implementing the evolutionary algorithm in hardware, along with a random 
number generator, could provide faster adaptation to changing conditions, so the 
MicroBlaze would be free from controlling the EA, and just a command of “start a 
new training stage” would be required. This approach also needs a hardware 
module in charge of communicating with the HWICAP, sending the different 
commands all in parallel with the generation of new genotypes. 

In the fault tolerance research line, a step forward can be taken by analyzing 
different parameters of the system in an attempt to create a health monitoring 
module, able not to heal but to predict when the limit number of faults is getting 
closer, and thus take preventive actions avoiding or minimizing the existence of 
healing times. Also in this line, a better model of faults is a must in order to make 
more realistic fault injecting and verify how this system would work in a real 
scenario, such as a space satellite. 

In order to increase the performance of the system, an optimization of both the 
peripheral with the array and the reconfiguration engine have to be done. By 
improving the peripheral, an increment in the maximum frequency can lead to a 
high-performance computing system, able to process several hundred megabytes per 
second. The optimization of the reconfiguration engine will allow evolutions in 
lower times, obtaining configurations for the array in some milliseconds which will 
adapt almost in real time a changing conditions of the environment, the noise, the 
task, and so on. In the line of obtaining systems in less time, an implementation of 
the evolutionary algorithm is another way of reducing the training stage. Another 
approach is performing concurrent evolution for the same problem in a network of 
FPGAs, which are connected between them, and communicate and share the partial 
results obtained so as to get a final configuration for the given task. 

Another thing to be done is an increase in the complexity of the processing tasks 
that the system does. Scaling in the number of PE is a way of increasing the 
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processing capabilities and hence increasing the complexity of the function 
implemented, but if the PE have not two, but four inputs and outputs, allowing some 
feedbacks in the array, more complexity is added without using extra elements. In 
this way, IIR filters would be possible to be implemented, that can give better 
performances. In this case, the latency problem becomes bigger, because it would not 
be clear which the optimal latency is, or what the range of latencies in which the 
optimal one is. 

A software emulator of the system is being done, in order to try different 
strategies without having to modify the hardware system. This emulator will allow 
the designer to save time as changes on the hardware lead to the new generation of 
the system, which is more time-consuming than changing some code lines in the 
software. Obviously it will be much slower than the real system, but for small tests it 
will be worthy. In order to accelerate it, a software emulator using CUDA and 
GPGPUs is also a future work line, in an attempt to have a faster emulator and thus 
increase the productivity of the whole design process. 

The DREAMS tool, although being very complete, is not finished yet. A lot of 
work can be done to improve it, such as porting it to other Xilinx families as Spartan 
or Zynq, so it can be used with systems designed in that devices. This depends on 
the developers of RapidSmith, so it is not only a question of improving the tool. But 
including a frequency and timing analyzer can be done without any dependence. 
This analyzer could be used to solve the timing problems shown in chapter IV, and 
include the information of the delays in the router so they are minimize, creating 
systems and blocks designed to be extremely fast. Also some process independency 
could be granted if no consideration had to be taken into account, as the naming 
policy of the nets that are going to be used when creating the VB. A possible 
improvement of automatically detecting the input and output nets, and in the GUI 
selecting them to be part of the VB, could be made. 

Moving from the image filtering application to others is a must in order to prove 
the versatility of the system. The creation of hardware accelerators of a software task 
automatically is an example of application of this kind of systems, which will 
provide hardware (hence faster) solutions after a training stage, and by combining it 
with the high-performance approach it would result in high-performance computing 
systems based on scalable evolvable hardware, a new research line with plenty of 
possibilities. 
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